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ABSTRACT: AWS Graviton3, Amazon's third-generation custom ARM64 processor built on the Neoverse V1 
microarchitecture, offers the highest performance-per-watt of any AWS compute instance family as of 2024. This paper 
presents a comprehensive empirical evaluation of Graviton3 instance performance specifically for ASP.NET Core 8 
workloads, measuring throughput, latency, cost-efficiency, and horizontal scalability across seven representative 
workload categories on c7g instances, benchmarked against equivalent c6i (Intel Ice Lake) and c6a (AMD EPYC) 
instances at the same price point. The study documents a geometric mean throughput improvement of 14.3% over c6i at 
identical On-Demand pricing, corresponding to a 14.6% reduction in compute cost for the same throughput target. End-
to-end migration effort for a pure managed-code ASP.NET Core application is measured at 5–8 person-days, 
encompassing dependency audit, Dockerfile update, CI/CD pipeline changes, and performance regression testing. A 
detailed .NET library compatibility matrix (16 libraries), an eight-step migration decision flowchart, CI/CD change 
specifications, and a three-year cost projection are presented as actionable engineering artefacts. Energy efficiency 
analysis shows a 29% reduction in power consumption per instance and a 62% improvement in performance-per-watt, 
directly supporting cloud sustainability objectives. Nine custom performance charts and eight data tables provide the 
quantitative foundation for Graviton3 adoption decisions in ASP.NET Core cloud deployments. 
 
KEYWORDS: AWS Graviton3, ASP.NET Core, ARM64, Neoverse V1, Cloud Performance, Cost Optimisation, .NET 
Migration, EC2 c7g, Price-Performance, Energy Efficiency, CI/CD Migration, Horizontal Scaling 
 

I. INTRODUCTION 
 
ARM64 server processors have transitioned from a niche architecture to a mainstream cloud compute option in less than 
a decade, driven primarily by Amazon Web Services' sustained investment in the Graviton processor family. Graviton3, 
launched in 2022 and now available across the c7g, m7g, r7g, and related instance families, represents AWS's most 
capable Graviton generation to date, incorporating the Arm Neoverse V1 microarchitecture with 256-bit Scalable Vector 
Extension (SVE) support, DDR5 memory, and a 64-core design optimised for data-centre workload profiles. 
 
For .NET developers, Graviton3 arrives at a propitious moment. The .NET 6+ runtime introduced first-class ARM64 
support with architecture-specific JIT optimisations, and subsequent .NET 7 and .NET 8 releases have further improved 
ARM64 throughput through SIMD auto-vectorisation, improved register allocation, and reduced managed-to-native 
transition overhead. ASP.NET Core's Kestrel web server, System.Text.Json serialiser, and gRPC implementation all 
benefit from these improvements, making the .NET 8 / Graviton3 combination particularly compelling. 
 
Scope:  This paper evaluates the c7g.4xlarge (16 vCPU) as the primary Graviton3 reference instance, benchmarked 
against the c6i.4xlarge (Intel Ice Lake, 16 vCPU) and c6a.4xlarge (AMD EPYC, 16 vCPU) at the same price tier. All 
benchmarks use .NET 8.0, ASP.NET Core 8.0, and Docker on Amazon Linux 2023. 
 
Despite the performance and cost advantages, .NET development teams frequently encounter uncertainty around three 
practical questions: How much better is Graviton3 performance for ASP.NET Core specifically? What does migration 
actually entail, and what are the real blocking issues? And is the cost saving material at realistic workload scales? This 
paper provides empirically grounded answers to all three questions through structured benchmarking, a curated library 
compatibility survey, and a bottom-up cost model. 
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II. BACKGROUND AND RELATED WORK 
 

2.1 Graviton Processor Family 
Amazon launched the first Graviton processor in 2018 (A1 instances), followed by Graviton2 in 2020 (M6g, C6g, R6g 
families) and Graviton3 in 2022. Lunde et al. [1] conducted a broad characterisation of Graviton2 performance across 
diverse cloud workloads, finding consistent 20–40% performance-per-dollar improvements over comparable x86 
instances for CPU-bound tasks. Graviton3 improves on Graviton2 with the Neoverse V1 microarchitecture, delivering 
approximately 25% better compute performance, 2× better floating-point throughput, and DDR5 memory providing 50% 
higher bandwidth. 
• Amazon Web Services [2] published Graviton3 technical specifications confirming the Neoverse V1 ISA (Armv8.4-
A), 64-core configuration, SVE 256-bit SIMD, 2 MB L2 cache per core, and 32 MB shared L3. 
• Arm Limited [3] provides the Neoverse V1 performance analysis documenting specific microarchitectural 
improvements including a wider out-of-order execution window, improved branch prediction, and enhanced memory-
level parallelism. 
 

2.2 ARM64 in the .NET Ecosystem 
Microsoft's .NET team has invested substantially in ARM64 optimisations across the runtime, JIT compiler, and core 
libraries since .NET 5. Toub [4] documents the .NET 7 performance improvements including ARM64-specific JIT 
register allocation improvements, AdvSimd intrinsic utilisation, and reduced pinvoke transition costs. Wagner [5] 
documents .NET 8 performance improvements including further ARM64 JIT optimisations particularly for 
System.Text.Json, LINQ, and span-based APIs. 
• Mehner et al. [6] conducted a .NET 7 benchmark comparison on Graviton2 vs x86 cloud instances, finding 15–22% 
throughput improvements for REST API workloads - consistent with the Graviton3 results reported in this paper. 
• The .NET GitHub repository [7] documents architecture-specific performance work including AArch64 SVE 
vectorisation for string operations, JSON parsing, and cryptography - capabilities fully utilised on Graviton3. 
 

2.3 Cloud Cost Optimisation Frameworks 
Schroeder and Gibson [8] establish the economic framework for cloud instance selection, demonstrating that price-
performance ratio (throughput per dollar per hour) is the correct optimisation objective for stateless web API workloads 
where horizontal scaling is available. Lal and Tucker [9] document the energy efficiency implications of server 
architecture selection, providing the theoretical basis for the sustainability analysis in Section 9 of this paper. 
 

III. INSTANCE FAMILIES AND PRICING 
 

3.1 Instance Specifications 
Table 1 presents the full specification and pricing comparison for the c7g (Graviton3), c6i (Intel Ice Lake), and c6a (AMD 
EPYC) instance sizes evaluated in this study. All pricing data reflects us-east-1 On-Demand, Reserved, and Spot prices 
as of August 2024. 
 

Specification 
c7g.4xlarge(G

raviton3) 
c6i.4xlarge(Ic

e Lake) 
c6a.4xlarge

(EPYC) 
m7g.4xlarge(

Graviton3) 
c7g.8xlarge(

Graviton3) 

vCPUs 16 16 16 16 32 

CPU Architecture 
ARM64 

Neoverse V1 
x86-64 Xeon 

x86-64 
EPYC 

ARM64 
Neoverse V1 

ARM64 

Neoverse V1 

Clock speed (GHz) 2.6 (all-core) 3.5 (boost) 3.6 (boost) 2.6 (all-core) 2.6 (all-core) 

Memory (GB) 32 32 32 64 64 

Network (Gbps) Up to 25 Up to 25 Up to 25 Up to 25 Up to 25 

EBS bandwidth (Gbps) 10 10 10 10 10 

On-Demand price ($/hr) 0.5808 0.6800 0.6144 0.6464 1.1616 
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Specification 
c7g.4xlarge(G

raviton3) 
c6i.4xlarge(Ic

e Lake) 
c6a.4xlarge

(EPYC) 
m7g.4xlarge(

Graviton3) 
c7g.8xlarge(

Graviton3) 

Spot price (avg $/hr) 0.1745 0.2040 0.1843 0.1940 0.3485 

1-yr Reserved ($/hr) 0.3628 0.4250 0.3840 0.4040 0.7256 

3-yr Reserved ($/hr) 0.2594 0.3057 0.2745 0.2893 0.5189 

Price vs c6i (On-Demand) ▼ 14.6% Baseline ▼ 9.6% ▼ 4.9% ▼ 14.4% 

 
Table 1: EC2 Instance Specification and Pricing - Graviton3 vs x86 Reference Instances (us-east-1, Aug 2024) 

 

 
 

Figure 1 - Graviton3 vs Intel Xeon: Core Layout, Cache Hierarchy, and Memory Subsystem 
 
3.2 Architectural Differences Relevant to .NET Workloads 
Several architectural characteristics of Graviton3 directly influence ASP.NET Core performance: 
• SVE 256-bit SIMD: Graviton3 implements ARM Scalable Vector Extension at 256-bit width, enabling auto-
vectorisation of System.Text.Json UTF-8 parsing, span operations, and cryptographic routines. The .NET 8 JIT emits 
SVE intrinsics on ARM64 where available, providing measurable throughput improvement on serialisation-heavy API 
paths. 
• DDR5 memory bandwidth: The 300 GB/s memory bandwidth on Graviton3 (versus 204 GB/s DDR4 on c6i) benefits 
workloads with high working-set sizes, including large in-process caches and high-throughput middleware pipelines. For 
the 16 vCPU c7g.4xlarge, this translates to more memory bandwidth per core. 
• No hyperthreading: Graviton3 cores are physical, not hyperthreaded. This provides more predictable latency 
characteristics under high load - fewer L1/L2 cache conflicts between sibling threads - which contributes to the improved 
P95/P99 tail latency observed in Section 5. 
• 1 MB L2 cache per core (vs 2 MB per pair on Intel): while smaller per logical core than Xeon's configuration, the 
Graviton3 L2 is private per physical core, avoiding the sharing contention that can occur between hyperthreaded siblings 
on x86 under high concurrency. 
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IV. BENCHMARK METHODOLOGY 
 

4.1 Test Environment 
All benchmarks were conducted on identically configured EC2 instances in us-east-1a with no other tenants on the 
hypervisor (Dedicated Instances for reproducibility). The test harness and application under test ran on separate instances 
in the same Availability Zone, connected via enhanced networking (ENA) with Jumbo Frames enabled to eliminate 
network as a bottleneck for localhost-equivalent tests. 
• Application: ASP.NET Core 8.0.7 Minimal API; Kestrel HTTP/1.1 and HTTP/2; no reverse proxy; Docker on 
Amazon Linux 2023. 
• Load generator: k6 v0.50.0 [10] with 500 virtual users, 60-second steady-state duration, 10-second ramp-up. 
• Database: Amazon RDS PostgreSQL 15 on db.r7g.xlarge in the same AZ for EF Core tests; ElastiCache Redis 7.x on 
cache.r7g.xlarge for cache tests. 
• Warm-up: 10 seconds of discarded warm-up traffic before measurements begin; JIT compilation fully primed. 
• Replication: each configuration measured five times; median value reported; standard deviation < 2% across runs. 
• OS tuning: net.core.somaxconn=65535, TCP keepalive tuned, transparent huge pages disabled - identical settings on 
all instance types. 
 

4.2 Workload Definitions 
• JSON API (Minimal): GET endpoint returning a 200-field JSON DTO serialised with System.Text.Json; no DB call; 
in-process data construction. 
• MVC Controller: POST endpoint with model binding, FluentValidation, service layer, and JSON response; 
representative of typical CRUD API handler. 
• EF Core Query: SELECT query with two JOINs returning 20 rows; Npgsql driver; PostgreSQL 15 on RDS same-
AZ. 
• Redis Cached: GET endpoint with StackExchange.Redis cache hit (99%+ hit rate); JSON deserialisation from cache 
string. 
• gRPC Unary: Protobuf serialisation/deserialisation; HTTP/2 transport; Grpc.AspNetCore 2.62. 
• SignalR WebSocket: 1,000 persistent WebSocket connections; server echo pattern; messages/second reported. 
• Background Worker: IHostedService processing a channel of JSON deserialization tasks; CPU-bound; no I/O. 
 

V. PERFORMANCE BENCHMARK RESULTS 
 

5.1 Throughput 
 

Workload 

(ASP.NET Core 8) 

Graviton3c

7g.4xlarge(r

eq/s) 

x86 

Intelc6i.4xla

rge(req/s) 

x86 

AMDc6a.4x

large(req/s) 

G3 vs 

c6iImprove

ment 
Test Conditions 

JSON API - 

Minimal API 
82,400 71,200 74,800 ▲ 15.7% 500 concurrent, 60s, localhost 

JSON API - MVC 

Controller 
67,800 58,400 61,200 ▲ 16.1% 500 concurrent, 60s, localhost 

EF Core - simple 

query 
48,200 43,600 45,100 ▲ 10.6% 

DB on same AZ, 200 
concurrent 

EF Core - complex 

join 
28,400 25,800 26,600 ▲ 10.1% 

DB on same AZ, 200 
concurrent 

Redis cache hit path 78,600 68,900 71,400 ▲ 14.1% 
ElastiCache same AZ, 500 

conc. 

gRPC unary call 84,100 72,800 75,400 ▲ 15.5% 
Proto3; HTTP/2; 500 

concurrent 
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Workload 

(ASP.NET Core 8) 

Graviton3c

7g.4xlarge(r

eq/s) 

x86 

Intelc6i.4xla

rge(req/s) 

x86 

AMDc6a.4x

large(req/s) 

G3 vs 

c6iImprove

ment 
Test Conditions 

SignalR WebSocket 

echo 
31,400 27,600 28,900 ▲ 13.8% 

msg/s; 1,000 persistent 
connections 

Background 

Worker (CPU) 
94,200 80,100 83,600 ▲ 17.6% 

JSON deserialization 
throughput 

Static file serving 148,600 131,200 136,800 ▲ 13.3% Kestrel direct; 1KB payload 

Serialization 

(System.Text.Json) 
112,400 96,800 100,200 ▲ 16.1% Large DTO; 500 concurrent 

Geometric mean 

improvement 
- - - ▲ 14.3% Across all workloads 

 
Table 2: ASP.NET Core 8 Throughput Benchmarks - Graviton3 vs x86 by Workload Category 

 

 
 

Figure 2 - Throughput (req/s) by Workload: Graviton3 (Indigo) vs x86-64 (Amber) 
 
Key throughput findings: 
• The geometric mean throughput improvement across all seven workloads is 14.3%, consistent with the per-workload 
range of 10.1% (EF Core join) to 17.6% (Background Worker / CPU-bound). 
• CPU-bound workloads (Background Worker, static file serving, serialisation) show the largest improvements (13–
17%), reflecting the SVE SIMD acceleration and superior out-of-order execution in the Neoverse V1 microarchitecture. 
• I/O-bound workloads (EF Core, Redis) show smaller but consistent improvements (10–14%), limited by network and 
database latency rather than pure CPU throughput. 
• The gRPC workload shows a 15.5% improvement, consistent with independent Graviton3 gRPC benchmarks 
published by the gRPC community [11], attributed to improved Protobuf serialisation throughput on ARM64. 
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5.2 Latency Percentiles 
 

Percentile 
Graviton3(

ms) 
x86-64(ms) 

Improveme

nt 

G3 vs 

SLA(< 50 

ms) 

G3 vs 

SLA(< 100 

ms) 
Notes 

P10 4.2 5.1 ▼ 17.6% ✓ Pass ✓ Pass Fast-path cache hits 

P25 5.8 7.2 ▼ 19.4% ✓ Pass ✓ Pass Typical lightweight request 

P50 8.4 10.8 ▼ 22.2% ✓ Pass ✓ Pass 
Median; most impactful to 

users 

P75 12.1 15.4 ▼ 21.4% ✓ Pass ✓ Pass Slightly complex path 

P90 18.6 23.8 ▼ 21.8% ✓ Pass ✓ Pass Occasional EF Core miss 

P95 24.2 32.6 ▼ 25.8% ✓ Pass ✓ Pass 
CAQH CORE compliance 

target 

P99 42.8 58.4 ▼ 26.7% ✓ Pass ✓ Pass GC pressure events 

P99.9 88.4 112.6 ▼ 21.5% ⚠ Margin ✓ Pass Rare GC gen2 collection 

P99.99 142.8 186.4 ▼ 23.4% ✗ Fail ✓ Pass Extreme GC or lock event 

 
Table 3: Response Latency Percentiles (ms) - JSON API @ 500 RPS: Graviton3 vs x86-64 

 

 
 

Figure 3 - Latency Percentile Curves (P10–P99.9): Graviton3 (Indigo) vs x86-64 (Amber) 
 
The latency analysis reveals that Graviton3's advantage is consistent across all percentiles, with the largest improvement 
at P95 (25.8%) - the percentile most commonly used as a service-level objective target for API workloads. This P95 
improvement is particularly significant for healthcare and financial API deployments where 99th-percentile SLAs are 
contractually binding. 
• The P99.9 latency of 88.4 ms on Graviton3 versus 112.6 ms on x86 represents a 21.5% improvement, attributable in 
part to reduced GC pause variance from the higher memory bandwidth available on DDR5. 
• The P99.99 latency of 142.8 ms on Graviton3 falls within the 200 ms SLA common in healthcare clearinghouse 
contracts; the x86 equivalent at 186.4 ms is within margin but with less headroom. 
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5.3 CPU and Memory Utilisation 

 

 
 

Figure 5 - CPU and Memory Utilisation Under Load: Graviton3 (Indigo) vs x86-64 (Amber) 
 
At equivalent throughput (500 concurrent requests): 
• Graviton3 sustains the same workload at 84% CPU versus 96% on x86-64, leaving 12 percentage points of headroom 
for traffic spikes without degradation. 
• Memory footprint per 100 concurrent connections averages 84 MB on Graviton3 versus 108 MB on x86-64, a 22% 
reduction attributable to .NET 8's improved ARM64 JIT code quality and reduced pinning overhead. 
• The lower CPU utilisation at equivalent load directly translates to reduced auto-scaling frequency in production: 
Graviton3 instances trigger fewer scale-out events, reducing cold-start overhead and improving cost efficiency beyond 
the raw per-instance price difference. 
 

VI. HORIZONTAL SCALABILITY 
 

 
 

Figure 7 - Throughput vs Instance Count: Graviton3 (Indigo) vs x86-64 (Amber) vs Linear Ideal (Silver) 
 
Graviton3 instances scale near-linearly from 1 to 8 instances (82,400 to 594,800 req/s - a 7.22× increase for 8× instances, 
90% linear efficiency). The slight deviation from perfect linear scaling at 16 instances (648,200 vs theoretical 1,318,400) 
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is attributable to network egress bandwidth saturation from the load generator rather than Graviton3 architectural 
limitations, confirmed by reducing k6 virtual users proportionally restoring near-linear scaling. 
Key scalability observations: 
• The per-instance throughput advantage of Graviton3 is fully preserved across all tested instance counts - the +14.3% 
improvement is consistent at 1, 2, 4, 8, and 16 instances, confirming that the Graviton3 advantage is not an artefact of 
single-instance thermal or power management conditions. 
• At 8 Graviton3 instances, the cluster achieves the throughput of approximately 9.3 x86-64 instances - meaning a 10-
instance x86 cluster can be replaced by 9 Graviton3 instances delivering equivalent throughput at 9 × $0.5808 = $5.23/hr 
versus 10 × $0.6800 = $6.80/hr, a 23% cost reduction for identical throughput. 
• Graviton3 instances reach the k6 network saturation threshold at a higher absolute throughput (648,200 req/s @ 16 
instances) than x86 instances (548,000 req/s @ 16 instances), demonstrating that Graviton3 extracts more throughput per 
unit of network bandwidth. 
 

VII. COST ANALYSIS 
 

7.1 Instance Pricing and Scenarios 
 

Cost Scenario 
c7g.4xlarge(Gr

aviton3) 
c6i.4xlarge(x86 

Intel) 
Savings(Gravit

on3) 
Notes 

On-Demand (hourly) $0.5808 $0.6800 ▼ 14.6% us-east-1 pricing; August 2024 

On-Demand (monthly, 

730 hr) 
$423.98 $496.40 ▼ 14.6% Per single instance 

On-Demand (annual, 

10 instances) 
$50,878 $59,568 ▼ $8,690 

10-instance cluster; no 
commitment 

1-yr Reserved (hourly) $0.3628 $0.4250 ▼ 14.6% Standard RI; partial upfront 

1-yr Reserved (annual, 

10 inst.) 
$31,781 $37,230 ▼ $5,449 Vs On-Demand: 37% savings 

3-yr Reserved (hourly) $0.2594 $0.3057 ▼ 15.1% Standard RI; partial upfront 

3-yr Reserved (3-year, 

10 inst.) 
$68,073 $80,296 ▼ $12,223 Largest absolute savings 

Savings Plans (1-yr 

Compute) 
~0.3500 ~0.4080 ▼ 14.2% 

Flexible Savings Plans; similar 
ratio 

Spot (avg, us-east-1) $0.1745 $0.2040 ▼ 14.5% Spot interruption rates similar 

Break-even vs 

migration cost 
Month 2 - - At 10× c7g.4xlarge On-Demand 

 
Table 5: Cost Analysis - Graviton3 vs x86-64 Across Purchasing Models (us-east-1, August 2024) 
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Figure 4 - Price-Performance: req/s per $/hr - Graviton3 (Indigo, ★) vs x86-64 Instances (Amber) 

 
The cost analysis demonstrates that Graviton3 delivers a consistent 14–15% cost reduction across all purchasing models: 
• On-Demand: 14.6% lower per hour. For a 10-instance cluster running On-Demand, this represents $8,690 annual 
savings with no commitment required. 
• 3-year Reserved: the largest absolute savings ($12,223 over 3 years for a 10-instance cluster), particularly attractive 
for stable production workloads with predictable sizing. 
• Spot: the Graviton3 spot discount relative to On-Demand (≈70%) is comparable to x86 spot discounts, so the per-
hour price advantage is preserved in spot configurations. 
• Break-even on migration cost: a conservative migration cost of $8,000 (8 person-days at $1,000/day fully-loaded) 
breaks even against On-Demand savings in approximately 11 months for a 10-instance cluster - and in month 2 when 
accounting for the throughput equivalence analysis (9 G3 instances replacing 10 x86 instances). 
 

7.2 Three-Year Cumulative Projection 

 

 
 

Figure 9 - 3-Year Cumulative Cost: Graviton3 (Indigo) vs x86-64 (Amber) - 10-Instance Cluster 
 
Over a three-year horizon on On-Demand pricing, a 10-instance cluster saves $26,172 by running on Graviton3 
c7g.4xlarge versus c6i.4xlarge. Under 3-year Reserved Instance pricing, the cumulative saving is $12,223 - the migration 
cost is recovered within the first 3 months of reserved pricing. 
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VIII. MIGRATION ASSESSMENT AND EFFORT 
 

8.1 Migration Decision Framework 

 

 
 

Figure 8 - Migration Decision Flowchart: Assess → Inventory → Rebuild → Update → Test 
 
8.2 .NET Library Compatibility Matrix 
The most common practical migration blocker is native library dependencies - NuGet packages that include platform-
specific (P/Invoke) binaries. Table 6 presents a curated compatibility assessment of 16 commonly used .NET libraries 
across the dimensions relevant to Graviton3 migration. 
 

Component / Library 
ARM64Supp

ort 
Performance

vs x86 
KnownIssues 

VersionRequi

red 
Notes 

.NET 8 Runtime Full Equal–better None ≥ 8.0 
First-class ARM64 

support 

.NET 7 Runtime Full Equal–better None ≥ 7.0 
Recommend upgrade 

to 8.0 

.NET 6 Runtime Full Equal–better None ≥ 6.0 
LTS; upgrade 
recommended 

ASP.NET Core (Kestrel) Full Equal–better None ≥ 6.0 
HTTP/1.1, HTTP/2, 
HTTP/3 all ARM64 

Entity Framework Core 

8 
Full Equal None ≥ 6.0 

Query translation; 
same SQL output 

System.Text.Json Full Better (+8%) None Included 
SIMD acceleration 

on SVE 256b 

StackExchange.Redis Full Equal None ≥ 2.0 
Pure managed; no 

native dep 

Npgsql (PostgreSQL) Full Equal None ≥ 6.0 
Pure managed; full 

ARM64 
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Component / Library 
ARM64Supp

ort 
Performance

vs x86 
KnownIssues 

VersionRequi

red 
Notes 

SqlClient (SQL Server) Full Equal Minor* ≥ 5.0 
*SNI native lib; use 

managed SNI 

gRPC 

(Grpc.AspNetCore) 
Full Better (+6%) None ≥ 2.46 

HTTP/2 + Protobuf; 
ARM64 optimised 

Serilog / NLog / log4net Full Equal None Current 
Pure managed; no 

issues 

BCrypt.Net-Next Full Equal None ≥ 4.0 Pure managed 

ImageSharp Full Better (+12%) None ≥ 3.0 
SIMD acceleration 

on ARM64 

SkiaSharp (native) Partial Equal Build req. ≥ 2.88 
Requires 

linux/arm64 native 
lib 

OpenCvSharp (native) Partial Equal Build req. ≥ 4.8 
Must build OpenCV 

for ARM64 

LibreOffice interop No N/A Not supported - 
COM-free 

alternative required 

 
Table 6: .NET Library ARM64 Compatibility Matrix - Support, Performance, Known Issues 

 
Key findings from the compatibility assessment: 
• Pure managed libraries (Entity Framework Core, StackExchange.Redis, Npgsql, Serilog, BCrypt.Net) require zero 
migration effort and run identically on ARM64. 
• Libraries with native acceleration (ImageSharp, System.Text.Json) perform better on Graviton3 due to ARM64-
specific SIMD paths, providing a migration bonus beyond the base CPU improvement. 
• SqlClient's SNI native library requires using the managed SNI implementation (enable via connection string) on 
Linux/ARM64; this is a one-line configuration change with no performance impact. 
• Image and video processing libraries with OpenCV or LibreOffice dependencies require the most attention: ARM64 
builds must be compiled from source or sourced from alternative distributions. 
 

8.3 Migration Effort Breakdown 
 

Migration Task 
Effort (person-

days) 
Automation 

Available? 
Risk Level Guidance 

Audit NuGet 

dependencies for 

ARM64 

compatibility 

0.5 
dotnet-nuget-
compat tool 

Low 
Most managed packages 
support ARM64 natively 

Identify P/Invoke 

and native library 

calls 
0.5–1 

No (manual code 
scan) 

Medium 
Search for DllImport, 
NativeLibrary.Load, unsafe 
blocks 

Rebuild or replace 

native libraries 
1–5 

Partial (Dockerfile 
multi-stage) 

High 
Check library release page 
for linux/arm64 builds 



© 2024 IJIRCCE | Volume 12, Issue 8, August 2024|                                     DOI: 10.15680/IJIRCCE.2024.1208070 

  

IJIRCCE©2024                                                                    |     An ISO 9001:2008 Certified Journal   |                                    10812 

Migration Task 
Effort (person-

days) 
Automation 

Available? 
Risk Level Guidance 

Update Dockerfile 

base image to 

ARM64 
0.5 

Yes (docker 
buildx) 

Low 
mcr.microsoft.com/dotnet/a
spnet:8.0 supports multi-
arch 

Build and test 

multi-architecture 

image 
0.5–1 

Yes (GitHub 
Actions matrix) 

Low 
Build both linux/amd64 and 
linux/arm64 in CI 

Update ECR image 

lifecycle policy 
0.25 

Yes 
(Terraform/CDK) 

Low 
Tag images with 
architecture suffix 

Update ECS task 

definition 
0.25 

Yes 
(Terraform/CDK) 

Low 
Set runtimePlatform: 
LINUX_ARM64 

Update Auto 

Scaling Group AMI 
0.5 

Yes (SSM AMI 
filter) 

Low 
Use arm64 Amazon Linux 
2023 AMI 

Update ALB health 

check settings 
0.25 Yes Low 

No change required; ALB 
is arch-agnostic 

Performance 

baseline regression 

test 
1–2 

Yes (k6/NBomber 
scripts) 

Medium 
Compare P50/P95/P99 
against x86 baseline 

Load test at peak 

traffic volume 
0.5 Yes Medium 

Validate throughput target 
met on Graviton3 

Monitor 48-hour 

post-deployment 
0.5 

Yes (CloudWatch 
alarms) 

Low 
Watch CPU, memory, error 
rate, latency 

Total (pure 

managed app) 
5–8 days - Low–Medium 

End-to-end migration 

calendar time 

Total (with 1–2 

native deps) 
8–15 days - Medium 

Dependent on native 

library ARM64 

availability 

 
Table 4: Migration Task Checklist - Effort, Automation, Risk, and Guidance 

 

 
 

Figure 6 - Migration Effort Hours by Category: Indigo = Code/Config, Amber = Testing/Infra 
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The migration effort breakdown reveals: 
• Pure managed applications require only 5–8 person-days total, with the majority of effort in dependency audit (0.5 
day), Docker image update (0.5 day), CI/CD changes (1 day), and performance regression testing (1–2 days). 
• Applications with 1–2 native dependencies add 8–15 person-days primarily from native library research, ARM64 
build configuration, and extended testing. 
• The Dockerfile base image change is the most universally required change and is always low-risk: 
mcr.microsoft.com/dotnet/aspnet:8.0 is a multi-arch manifest list that automatically selects the ARM64 image on 
Graviton3. 
 

IX. CI/CD PIPELINE MIGRATION 

 

CI/CD Component Change Required Before (x86) 
After (Graviton3 / multi-

arch) 
Effort 

Docker build Add linux/arm64 platform 
docker build --
platform 
linux/amd64 

docker buildx build --
platform 
linux/amd64,linux/arm64 

Low 

GitHub Actions 

runner 
Add ARM64 runner or use 
QEMU 

runs-on: ubuntu-
latest 

runs-on: [ubuntu-latest, 
ARM64] or uses QEMU 

Low 

ECR repository No change required 
Same repository; 
separate tags 

Tag: latest-amd64, latest-
arm64, latest (manifest list) 

Low 

ECS Task 

Definition 
Update runtimePlatform 

No runtimePlatform 
field 

cpuArchitecture: ARM64, 
operatingSystemFamily: 
LINUX 

Low 

EC2 Auto Scaling 

Group 
Update launch template 
AMI 

Amazon Linux 2 x86 
AMI 

Amazon Linux 2023 ARM64 
AMI (SSM filter) 

Low 

Elastic Beanstalk Update platform 
64bit Amazon Linux 
2 v3.x (Corretto 17) 

arm64 Amazon Linux 2023 
platform branch 

Medium 

CloudFormation / 

CDK 
Add ArchitectureType 
parameter 

InstanceType: 
c6i.4xlarge 

InstanceType: c7g.4xlarge; 
Fn::If on arch 

Low 

Terraform 
Update instance_type 
variable 

instance_type = 
"c6i.4xlarge" 

instance_type = "c7g.4xlarge" Low 

Unit test pipeline 
No change; managed code 
only 

dotnet test dotnet test (unchanged) None 

Integration test 

environment 
Run tests on ARM64 
runner 

x86-only test runner Add arm64 matrix job Low–Med 

Performance 

baseline 
Re-establish on Graviton3 

Existing x86 
baselines 

New Graviton3 baselines; 
compare in CI 

Medium 

 
Table 7: CI/CD Pipeline Changes - Component, Before/After, and Effort 

 
The CI/CD migration for Graviton3 is primarily a configuration change exercise requiring no code modifications: 
• Docker buildx multi-platform builds require updating the build step from docker build to docker buildx build --
platform linux/amd64,linux/arm64. GitHub Actions provides native ARM64 runners (ubuntu-22.04-arm) eliminating the 
need for QEMU emulation during builds. 
• ECR image tagging should be updated to include architecture-specific tags (image:latest-amd64 and image:latest-
arm64) plus a multi-architecture manifest list (image:latest) for seamless pull on both architectures. 
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• Infrastructure-as-Code changes are minimal: update the instance_type variable in Terraform or the InstanceType 
parameter in CloudFormation, and add the runtimePlatform field to ECS task definitions. 
• Performance regression gating in CI should compare Graviton3 performance against a Graviton3 baseline (not an x86 
baseline), since raw metrics will differ. A 5% latency regression gate against the Graviton3 baseline is recommended. 
 

X. ENERGY EFFICIENCY AND SUSTAINABILITY 
 

Metric 
Graviton3c

7g.4xlarge 
x86c6i.4xlar

ge 
Difference Source / Notes 

Typical power at idle 

(W) 
28 38 ▼ 26% 

SPECpower benchmark data; AWS published 
figures 

Typical power at 50% 

load (W) 
58 82 ▼ 29% 

Linear interpolation from AWS sustainability 
whitepaper 

Typical power at 100% 

load (W) 
84 118 ▼ 29% 

Graviton3 custom silicon; no hyperthreading 
overhead 

Performance per watt 

(req/s per W) 
980 604 ▲ 62% 82,400 req/s ÷ 84W vs 71,200 req/s ÷ 118W 

Annual energy (kWh, 

10 instances) 
7,358 10,325 ▼ 29% At 100% utilisation; 8,760 hr/year 

Annual CO₂ equivalent 
(kg) 

2,060 2,891 ▼ 831 kg US avg grid: 0.386 kg CO₂/kWh (EPA 2023) 

AWS Carbon 

Footprint (est.) 
Lower Higher ~28% 

Per AWS Customer Carbon Footprint Tool 
methodology 

 
Table 8: Energy Efficiency - Power Consumption, Performance-per-Watt, and CO₂ Impact 

 
The Graviton3 custom silicon architecture delivers substantially better energy efficiency than x86-64 instances across all 
power states: 
• At 100% load, Graviton3 c7g.4xlarge consumes approximately 84W versus 118W for the c6i.4xlarge - a 29% power 
reduction while delivering 14.3% higher throughput, resulting in a 62% improvement in performance-per-watt. 
• For a 10-instance cluster operating at 100% utilisation, the annual energy saving is 2,967 kWh, equivalent to reducing 
CO₂ emissions by approximately 831 kg per year using the US average grid emission factor. 
• AWS reports Graviton-based instances in its Customer Carbon Footprint Tool as having materially lower carbon 
intensity per unit of compute, supporting cloud sustainability commitments and ESG reporting objectives. 
• The combination of lower per-instance cost and lower energy consumption means that Graviton3 adoption satisfies 
both financial and sustainability optimisation objectives simultaneously - a rare alignment of incentives in infrastructure 
decisions. 
 

XI. DISCUSSION 
 

11.1 The Migration Case 
The evidence from this study makes a compelling case for Graviton3 adoption for pure managed ASP.NET Core 
workloads. The 14.3% average throughput improvement at 14.6% lower On-Demand cost represents a true free lunch: 
more performance for less money. The migration effort of 5–8 person-days for a pure managed application is modest 
relative to the financial return, which breaks even in under 12 months on On-Demand pricing and in under 3 months on 
Reserved pricing. 
 
The principal risk factor is native library dependencies. Development teams should conduct the dependency audit 
recommended in Table 4 before committing to a migration timeline. The SqlClient managed SNI configuration and 
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SkiaSharp ARM64 build requirements are the most frequently encountered blockers in practice, and both have well-
documented resolutions. LibreOffice interop - used for server-side Office document generation in some legacy codebases 
- is the only dependency with no ARM64 solution; teams using this pattern should evaluate the OpenXML SDK as a 
native .NET alternative. 
 

11.2 When to Prefer x86 
Graviton3 is not universally superior for every workload characteristic: 
• Memory-optimised workloads with very large JVM-style heaps (>48 GB per instance) may benefit from x86 instances 
with faster single-core turbo boost, which can improve GC pause times for large heap traversals. 
• Applications requiring Windows-only dependencies (.NET Framework, IIS, COM Automation) cannot run on 
Graviton3 - ARM64 Linux is the only supported Graviton3 OS. 
• Workloads with deterministic real-time latency requirements (P99.99 < 50 ms) may require profiling on both 
architectures, as GC pauses on ARM64 can occasionally exceed x86 equivalents for specific GC configuration 
combinations. 
• Third-party ISV software with x86-only binaries and no ARM64 roadmap eliminates Graviton3 as an option until the 
vendor supports ARM64. 
 

11.3 Future Graviton Generations 
AWS Graviton4, announced at re:Invent 2023 and entering preview in early 2024 for the R8g family [12], further raises 
the performance ceiling with a higher core count (96 cores) and continued Neoverse V2 microarchitecture improvements. 
Based on the trajectory from Graviton2 to Graviton3 (approximately 25% performance improvement per generation), 
Graviton4 is expected to provide further throughput and efficiency gains for ASP.NET Core workloads, making the 
architectural bet on ARM64 increasingly defensible. 
 

XII. CONCLUSION 
 
This paper has presented a rigorous empirical evaluation of AWS Graviton3 (c7g family) for ASP.NET Core 8 workloads, 
demonstrating a geometric mean throughput improvement of 14.3% over Intel Ice Lake c6i instances at 14.6% lower On-
Demand cost - with no throughput reduction, no latency degradation, and a 29% reduction in power consumption. 
Migration effort for pure managed-code ASP.NET Core applications is 5–8 person-days, with a financial break-even 
inside one year on On-Demand pricing. 
 
Nine performance charts, eight data tables, a 16-library compatibility matrix, a migration decision flowchart, a CI/CD 
change specification, and a three-year cost model are presented as actionable engineering artefacts for .NET development 
teams evaluating Graviton3 adoption. The evidence supports a clear recommendation: ASP.NET Core 8 applications 
with pure managed-code dependencies should migrate to Graviton3 as the default compute choice for new and existing 
deployments. Applications with native dependencies should conduct the recommended dependency audit and resolve 
blockers before migration, with a typical resolution timeline of 2–4 additional person-weeks. 
 
Future research directions include evaluating Graviton4 (R8g, C8g) for ASP.NET Core workloads as the new generation 
becomes generally available, characterising the specific .NET 8 JIT ARM64 optimisations responsible for the 
serialisation performance improvements, and developing an automated Graviton readiness scanner for ASP.NET Core 
solutions that identifies native dependencies and configuration blockers in a single CI pipeline step. 
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