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ABSTRACT: In document digitization, skew in scanned images—caused by misaligned paper or scanner distortions—
can hinder OCR accuracy. This project presents an automated method to detect and correct such skew using Python. 

The process begins with image preprocessing, including grayscale conversion and edge detection using the Canny 

algorithm. The Hough Transform is then applied to detect lines and estimate the skew angle based on their orientation. 

For text-rich documents, Tesseract OCR is also used to estimate skew. The image is then rotated using affine 

transformation to correct its alignment, improving the accuracy of OCR and subsequent data extraction. 
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I. INTRODUCTION 

 

In today’s data-driven and digital-centric world, the accurate and efficient extraction of textual information from 

scanned or photographed documents has become essential across numerous domains such as legal processing, 

electronic health records, financial auditing, educational archives, and government digitization projects. Optical 

Character Recognition (OCR) systems are pivotal in automating this extraction process, enabling machines to read, 

index, and interpret textual content from image-based sources. However, a critical impediment to OCR performance is 

the presence of skew—a form of geometric distortion where the text lines are tilted or rotated away from the horizontal 

axis. 

 

Skew commonly arises due to factors such as uneven placement of documents on scanners, varying camera angles in 

mobile captures, curvature in book scans, or manual errors during bulk digitization workflows. Even minor skew angles 

(as small as 2–5 degrees) can misalign text baselines, leading to character segmentation errors, incorrect line grouping, 

and reduced OCR confidence, thereby increasing the need for manual verification and correction. 

 

Conventional skew correction methods rely heavily on classical image processing techniques such as Hough 

Transform-based line detection, Principal Component Analysis (PCA), and projection profile optimization. While 

effective for clean, machine-printed documents with well-aligned text blocks, these approaches tend to degrade under 

more challenging conditions. For example, handwritten notes often exhibit inconsistent baselines; complex forms may 

contain multiple orientations; and low-quality scans might introduce background noise or artifacts that confuse rule-

based algorithms. Moreover, these traditional methods often require fine-tuning of parameters (e.g., threshold values, 

angle ranges), limiting their scalability and automation potential in high-volume processing environments. 

 

II. RELATED WORK 

 

Prior research in skew correction spans a wide range of image processing and machine learning approaches. Classical 

methods such as the Hough Transform [6][7][8][10] have been extensively applied for detecting straight lines in 

document images, particularly effective in well-structured, binarized layouts. These methods operate by identifying 

dominant linear features corresponding to text baselines, enabling robust skew estimation in printed documents. 

However, they often falter in handwritten, noisy, or degraded documents where lines are broken or irregularly spaced. 

Principal Component Analysis (PCA) [9] has also been used to estimate the principal orientation of pixel distributions, 
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providing a statistical approach to skew detection. While PCA offers an efficient and unsupervised solution, its 

sensitivity to background clutter and uneven lighting limits its reliability in real-world scenarios. 

OCR-based feedback systems [3], such as those integrated with Tesseract, offer another alternative by leveraging 

character orientation detected during recognition. These systems can provide coarse orientation cues but are influenced 

by variations in font, text density, and image quality, leading to inconsistent results. In an effort to improve precision, 

some researchers have employed projection profile methods in combination with Support Vector Machines (SVMs) [4], 

utilizing horizontal and vertical pixel histograms to train models that can classify skew angles. Although these hybrid 

approaches outperform purely rule-based methods, they still depend on structured layouts with dominant text regions. 

 

Deep learning has brought a significant shift in skew correction, with Convolutional Neural Networks (CNNs) 

demonstrating the ability to learn skew patterns directly from raw image inputs [5]. These models are capable of 

handling complex layouts and unstructured documents, achieving higher accuracy across diverse datasets. However, 

the trade-off lies in the requirement for large training data, longer training cycles, and substantial computational 

resources, making them less practical for lightweight or real-time deployments. Multi-modal models and vision 

transformers have also been explored [1][2], offering powerful layout understanding and cross-modal alignment 

capabilities. While highly effective in structured data extraction, these models are typically computationally expensive, 

posing challenges for real-time or embedded applications. 

 

III. PROPOSED ALGORITHM 

 

 
 

1. Input: Skewed Image 

The system accepts a skewed document image as input. Such images often result from misaligned scans or camera 

captures and can significantly hinder OCR (Optical Character Recognition) accuracy. 

 

2. Image Pre-processing 

Pre-processing is conducted using OpenCV. This step involves: 

• Grayscale conversion. 

• Noise reduction. 

• Edge detection or thresholding. 

• Resizing and normalization. This ensures that the input is in a suitable format for the CNN model to process and 

accurately predict skew angles. 

 

3. Skew Angle Prediction using CNN 

A Convolutional Neural Network (CNN) model, developed using Keras with TensorFlow backend, is employed to 

predict the skew angle of the document. The model is trained on a dataset of synthetically skewed text images. The 

CNN outputs the estimated skew angle (e.g., -12.5°), which indicates how much the image needs to be rotated to align 

the text horizontally. 
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4. Image Rotation and Correction 

Using the predicted angle, the image is rotated in the opposite direction to correct the skew. This transformation is 

performed using OpenCV’s affine transformation functions. The corrected image has improved text alignment, making 

it more suitable for subsequent OCR or archiving. 

 

5. Display via Flask Server 

The final corrected image is served through a Flask web server for visualization or further processing. This makes the 

system deployable as a lightweight web application that can process and correct document images on the fly. 

           

IV. PSEUDO CODE 

  

Step 1: Input the skewed text image. 

Step 2: Perform image pre-processing using OpenCV. 

  - Convert to grayscale 

  - Apply thresholding 

  - Resize or normalize 

  - Output: Preprocessed image 

Step 3: Predict the skew angle using a trained CNN model (Keras/TensorFlow + OpenCV). 

  - Input: Preprocessed image 

  - Output: Predicted skew angle (e.g., –12.5°) 

Step 4: Rotate and correct the image using the predicted angle (OpenCV). 

  - Rotate the image to deskew it 

Step 5: Display the corrected image via a Flask web server. 

  - Use Flask for frontend rendering of the final output 

Step 6: End. 

 

V. RESULTS 
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VI. ANALYSIS 

 

 
The "Loss Over Epochs" plot illustrates the training and validation Mean Squared Error (MSE) across 50 epochs. Both 

the training loss and validation loss decrease significantly during the initial epochs, indicating effective learning of 

skew angle patterns by the CNN model. 

 

The "MAE Over Epochs" graph presents the Mean Absolute Error (MAE) for both training and validation sets 

throughout the training process. Similar to the MSE trend, the MAE decreases sharply during the first few epochs, with 

training MAE eventually stabilizing around a low value. 

 

 

 

 
 

 

 

This scatter plot compares the true skew angles with the predicted angles generated by the model. Most data points lie 

close to the ideal diagonal line (y = x), demonstrating a strong correlation between ground truth and predictions. 

 

The "Model Loss" plot provides another view of the training and validation loss curves over time. It reinforces the 

findings from the first loss plot, showing rapid loss reduction followed by stabilization. The consistency between this 

plot and the initial MSE loss plot further confirms that the model’s training process is stable and robust. 

 

VII. CONCLUSION AND FUTURE WORK 

 

This successfully demonstrates the application of modern AI techniques to a critical problem in document digitization. 

Traditional skew correction methods, while foundational, often fall short in handling the diverse and complex 

characteristics of real-world scanned documents, including handwritten text, multi-column layouts, and noisy or 

degraded backgrounds. By leveraging Convolutional Neural Networks, this work introduces a data-driven approach 
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that automatically learns intricate skew patterns from labeled datasets, resulting in more accurate and reliable skew 

detection and correction. Overall, this research highlights the transformative potential of AI in overcoming the 

limitations of heuristic-based image processing, paving the way for more intelligent, flexible, and automated document 

analysis systems. The findings encourage further exploration into hybrid models combining machine learning with 

traditional techniques, aiming to advance the state-of-the-art in document digitization and recognition technologies. 
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