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ABSTRACT: Crowd flow prediction has become a critical area of research, especially for event managers who need to 

ety, smooth mobility, and effective planning in large gatherings. Unlike traditional crowd monitoring, flow prediction 

focuses on understanding how groups of people move collectively, which can help prevent congestion and support real-

time decision-making. In this review, I examine recent advances in deep learning–based techniques for crowd flow 

prediction, highlighting their ability to catch complex spatial and temporal patterns in crowded environments. I discuss 

key approaches such as density forecasting, flow estimation, and trajectory prediction, while also comparing widely 

used datasets and evaluation practices. Beyond summarizing existing methods, this review provides understanding into 

the highlights and challenges of current models, identifies gaps in the literature, also suggests possible ideas for future 

studies. The goal is to offer a comprehensive yet practical perspective on how crowd flow prediction can better support 

event management and public safety. 
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I. INTRODUCTION 

 

Large-scale gatherings in public spaces pose significant challenges in ensuring safety and smooth crowd movement. 

Predicting how people move collectively is vital for event managers to prevent congestion, optimize mobility, and 

maintain safety during occasions such as sports events, festivals, and pilgrimages. Crowd flow prediction focuses on 

estimating crowd density, anticipating movement trajectories, and understanding overall behavioral patterns within a 

crowd. Studying these dynamics in locations like stadiums, shopping centers, and urban intersections can help identify 

potential bottlenecks, evaluate the effectiveness of infrastructure, and guide better decision-making for crowd 

management. 

 

While the field has seen growing interest, most existing reviews either emphasize traditional computer vision 

techniques or concentrate on specific aspects, such as density estimation alone. This review aims to provide detailed 

examination of crowd flow prediction approaches, with a particular focus on modern deep learning methods. It 

highlights two main areas: (1) flow estimation and density forecasting, and (2) trajectory and movement pattern 

prediction. 

 

Furthermore, this paper introduces an evaluation metric called flow divergence (FD), inspired by information theory, to 

assess the accuracy of crowd flow prediction methods. Unlike conventional metrics such as Mean Squared Error (MSE) 

or Mean Absolute Error (MAE), FD measures the deviation between predicted and actual crowd movements, offering a 

more meaningful insight into model performance in real-world scenarios. 

       

II. RELATED WORK 

 

        In  the past few years,  deep learning driven crowd count method have made significant progress, with researchers 

proposing various frameworks to address challenges such as occlusion, scale variation, camera geometry, and 

annotation sparseness. One important contribution is CountFormer, a transformer-based multi-view approach that 

transforms per-camera image features into a shared 3D voxel representation of the scene [1]. By using distorted focus 

and dynamic camera parameter embedding, this method removes the strict ground-plane assumption and effectively 

adapts to different camera settings. This flexibility allows the framework to handle occlusion and perspective 

distortions more robustly than previous multi-camera models. Follow-up work by the same authors provided a detailed 

training setup, ablation studies, and complementary analysis with extended visualization [2]. These experiments 
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highlighted the role of key modules such as deformable attention-based lifting and attention fusion, confirming that 

each design choice improved robustness and scalability across different crowd densities and approaches. 

 

      Another innovative direction has been explored in CrowdDiff, which applies conditional denoising diffusion 

probabilistic models to density estimation [3]. Instead of directly predicting density maps, the model treats the problem 

as a generative reverse-diffusion process, generating multiple plausible maps and selecting the most reliable one 

through structural similarity ranking. The parallel regression branch provides stable computational estimates, 

addressing the noise sensitivity issues common in regression models. The extensive documentation for this work 

further explains the training process and diffusion behavior, providing valuable reproducibility insights for researchers 

[4]. 

 

      A different strategy is presented by the Point-Query Transformer (PET), which views counting as a point-querying 

task [5]. Using a quadtree-based adaptive partition, PET processes sparse and dense regions differently with rectangular 

window attention and progressive refinement. This enables better handling of highly unbalanced densities. 

Complementary studies have confirmed its effectiveness under noisy and partially labeled data, proving its suitability 

compared to strict grid-based systems [8]. 

 

       Some studies focus on exploiting underutilized information sources. One approach integrates latent central features 

from object detection models into crowd analysis, improving performance in dense and confined environments without 

the need for additional labeled datasets [9]. Another contribution, TAPNet, combines visible and thermal images via a 

dual-attention fusion network to enhance counting and localization in low-light or aerial conditions [10]. This 

combination of methods provides robustness against obstacles and environmental challenges. 

 

      Semi-supervised and weakly supervised methods have also attracted attention. The TMTB framework uses targeted 

diffusion-based inpainting to augment datasets and uses a visual state space model backbone for global context 

modeling with an anti-noise classification head to combat unreliable pseudo-labels [11]. Similarly, ProgRoCC uses 

rough interval labels with a vision-language backbone (CLIP), gradually improving the coarse-to-fine approximation, 

which significantly reduces the annotation effort [12]. 

 

      Further improvements include APGCC, which adds extra point and a method to fill in features more smoothly to 

stabilize training and to get better results in crowded scenes [13]. Other complementary works extend cross-view CNN-

based approaches with emphasis on dataset handling, evaluation protocols, and comparative benchmarks [14]. Large-

scale empirical studies have also analyzed the role of various loss functions such as MSE, MAE, and hybrid losses in 

point- and density-based networks, providing practical recommendations for loss selection [15]. 

 

Beyond individual models, meta-resources and surveys are guiding the field. A comprehensive repository collects 

hundreds of papers, datasets, and benchmarks, serving as a central knowledge base for researchers [16]. Surveys also 

review advances in density-based, search-based, regression-based, and hybrid methods, while discussing persistent 

limitations such as occlusion and annotation scarcity [17]. Specific studies address training under imperfect labels by 

modeling label noise and refining unreliable samples to maintain accuracy in real-world settings [18]. 

 

Dataset:  

• The Mall dataset is collected from surveillance footage of a shopping mall. It consists of 2000 video frames (each 

with a resolution of 320×240), containing a total of 62,325 pedestrian instances. Compared to the UCSD dataset, Mall 

offers a wider variety of crowd densities and activity patterns, including both static and moving individuals, under 

varying illumination conditions. A key challenge in this dataset is perspective distortion, which causes noticeable 

changes in the size and appearance of people across different areas of the frame. Moreover, heavy occlusions occur due 

to both pedestrians and objects in the scene, making it highly realistic and challenging for crowd analysis tasks. 

 

• UCF_CC_50 is recognized as one of the first truly challenging datasets in crowd counting. It is created from 50 

images collected from the web, covering diverse scenarios such as concerts, protests, stadiums, and marathons. The 

dataset exhibits extreme variation in crowd density and strong perspective distortions. Due to its very small size, a 5-

fold cross-validation protocol is commonly applied for evaluation. Even with advanced CNN-based methods, 

performance on this dataset remains far from optimal, which highlights its difficulty and importance for benchmarking. 
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• The Shanghai Tech dataset is one of the largest and most widely used datasets in crowd counting research. It consists 

of 1198 images with 330,165 annotated individuals, divided into two parts: 

 

Part A (SHT_A): Images collected from the internet, typically depicting very high-density scenes. 

 

Part B (SHT_B): Images captured from busy streets in Shanghai, generally with lower crowd density. 

 

The dataset is particularly valuable because it presents different scene types and densities, though the distribution 

between high-density and low-density sets is somewhat uneven. It also introduces significant scale variations and 

perspective distortion, making it a strong benchmark for testing CNN-based approaches. 

 

• The TUB Crowd Flow dataset is designed to evaluate visual crowd analysis methods, especially those involving 

optical flow and tracking. It contains 10 synthetic video sequences representing 5 different crowd scenes, each recorded 

from both static and UAV-like dynamic viewpoints. The dataset provides high-quality HD resolution (1280×720) at 25 

fps and includes up to 1,451 individuals across 3,200 frames. What makes this dataset especially valuable is its 

comprehensive ground truth, which includes optical flow fields, dense pixel trajectories, and individual person 

trajectories—offering precise benchmarks for motion analysis in crowd scenarios. 

 

 
 

Fig. 1 Some commonly used crowd counting datasets 

 

III. PROPOSED ALGORITHM 

 

       This work, we present the new framework called TMTB for crowd counting. Our aim is to reduce the effect of 

noisy labels, improve learning from limited data, and increase the accuracy of people counting in different crowd 

scenes. Unlike traditional density regression methods, which only focus on predicting a density map, our method 

combines regression, classification, and data augmentation techniques to build a stronger and more stable model. 

 

1. Backbone Network (VMamba) 

     The first part of our method is the backbone network. We use a model called VMamba (Visual State Space 

Model), which is different from normal CNNs or Transformers. VMamba is able to capture long-range spatial 

information in an image with lower computational cost. This helps in processing high-resolution crowd images more 

efficiently. 
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      The features extracted from the backbone are divided into two branches: 

• Regression Branch: Produces the heat map and helps in estimating the total number of individuals. 

• Classification Branch: Predicts count intervals (for example 0–50, 50–100, etc.) instead of exact values. This 

reduces the effect of noise in ground truth annotations and gives a more reliable signal during training. 

 

2. Inpainting-Based Augmentation 

• Another important part of our framework is the use of inpainting for data augmentation. Since crowd datasets are 

often limited, we apply image inpainting to replace some background areas with new content. This increases the 

diversity of the dataset and prevents overfitting. 

• To make this process more reliable, we use a consistency mask. The mask checks the difference between weakly 

and strongly augmented predictions. If there is too much difference, those parts are ignored in training. This helps avoid 

learning from wrongly augmented regions. 

 

3. Anti-Noise Classification Head 

• Crowd datasets usually have errors in labeling due to occlusion and human mistakes. To handle this, we add an 

anti-noise classification head. Instead of depending only on regression, this head divides the count into intervals. For 

example, instead of predicting exactly 47, the model can predict that the count is between 40–50. This makes the 

training process more stable and less sensitive to errors. 

 

4. Loss Function 

The total loss of our model contains a combination of three terms: 

 
• Ls: Supervised loss (includes regression and classification losses) 

• Lu: Unsupervised consistency loss (for unlabeled data) 

• Linp: Inpainting consistency loss (applied only on reliable augmented samples) 

 

• Regression Loss: 

 

o Compares generated density map   with actual density map  

o Uses SSIM (Structural Similarity Index) to check similarity in crowd distribution. 

o Ensures smoother predictions with TV loss (Total Variation). 

o Example: If the system predicts 50 people in a shopping mall entrance but the actual count is 52, this loss ensures 

the predicted density map looks close to reality. 

 

• Classification Loss: 

 

o Compares predicted class probabilities    with ground truth classes   

o Uses cross-entropy to measure correctness. 

o Example: In an institute, the model classifies zones like “Empty, Moderate, Crowded”. If it predicts              

"Moderate" but actual is "Crowded," this loss penalizes the error.  

 

• Consistency Loss: 

 
o Ensures stability between short-term predictions  and long-term averaged predictions (ema). 

o Example: If crowd flow at a mall entrance fluctuates too much, consistency loss helps smooth predictions over time. 

 

• Inpainting Loss: 
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o  Handles missing or occluded regions (e.g., people blocked by pillars or vehicles). 

o Example: In a campus canteen, if some students are hidden behind walls, this loss helps reconstruct missing crowd 

information. 

 

5. Performance Measures 

We are going to use these given metrics to test the performance of our method: 

 

1. Mean Absolute Error (MAE): 

 

 
 

 

2. Root Mean Squared Error (RMSE): 

 
 

3.  Normalized Absolute Error (NAE): 

 

 
 

 The given metrics are standard in crowd counting and help to measure both accuracy and robustness. 

 

IV. CONCLUSION AND FUTURE WORK 

 

       The results of the study demonstrates that ConvLSTM-based models can effectively capture both spatial and 

temporal requirements in crowd movement data and help improve accuracy in predicting future crowd flow patterns. 

Previous literature has shown the limitations of traditional statistical models and simpler neural networks in modeling 

the complex dynamics of human movement, particularly under conditions of high density or irregular crowd behavior. 

Our findings align with recent research that highlights the superiority of deep learning methods—particularly recurrent 

convolutional architectures—in handling spatiotemporal sequence forecasting tasks. 

 

       The implementation of a real-time dashboard further strengthens the applicability of this work by providing an 

interpretable and user-friendly platform for monitoring and visualizing crowd density and movement trends. This 

visualization component bridges the gap between model predictions and practical deployment, enabling stakeholders 

such as event organizers, transport authorities, and safety personnel to make timely, data-driven decisions. 

 

        In conclusion, this project demonstrates the potential of ConvLSTM models combined with intuitive visualization 

tools to advance in predictive crowd flow analysis also enhancing the dashboard with advanced features like anomaly 

detection and early warning alerts. 
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