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ABSTRACT: This paper introduces an innovative dual embedding and fusion-based architecture for multi-label
classification in customer support systems, addressing the critical challenge of automating IT support ticket triage.
Modern organizations face mounting inefficiencies with traditional manual triage methods, resulting in delayed
response times, inconsistent handling, and diminished user satisfaction. Our proposed architecture uniquely leverages
the complementary strengths of two powerful embedding models—BERT and Ollama—to create a robust classification
system. While BERT excels at capturing bidirectional context and technical terminology through its 768-dimensional
contextualized token embeddings, Ollama-based embeddings demonstrate superior capabilities in understanding
nuanced language patterns and implicit contextual cues, particularly for ambiguous or unconventional phrasings. Our
methodology consists of five key components: (1) comprehensive data preprocessing to ensure standardized, clean
input; (2) parallel embedding generation through both BERT and Ollama paths; (3) dimension harmonization that
projects both embeddings into a common 512-dimensional space using carefully designed projection networks with
ReLU activation, batch normalization, and residual connections; (4) sophisticated multi-head attention fusion with 8
attention heads where BERT-derived embeddings function as queries while Ollama-derived embeddings serve as keys
and values; and (5) feature extraction that systematically distills representations to 128 dimensions before final
classification through a multi-layer architecture with strategic dropout for regularization. Experiments conducted on a
dataset of 20,000 anonymized multilingual customer support tickets across five languages and diverse business
domains demonstrate the superior performance of our proposed model (86.70% accuracy, 87.25% precision, 86.83%
recall, and 87.04% F1 score) compared to traditional machine learning approaches like Logistic Regression (65.79%
accuracy), Random Forest, and XGBoost (74.32% accuracy), as well as deep learning models including LSTM and
BIiLSTM (82.85% accuracy). The confusion matrix analysis further validates the model's effectiveness across ten
service categories, with particularly strong performance in technical support, product support, and customer service
classifications, while maintaining reasonable precision even for categories with fewer samples. This architecture
represents a significant advancement in automated ticket triage, offering potential for substantial improvements in
operational efficiency, resource allocation, and service quality in complex IT support environments.

KEYWORDS: Customer Support, Triage Classification, Fusion Model, LLM Embedding, BERT, Natural Language
Processing, Multi-Label Classification

L. INTRODUCTION

Automating IT support ticket triage is crucial due to the increasing complexity and volume of IT systems and customer
inquiries, which traditional methods struggle to manage efficiently. Traditional triage methods often involve manual
classification and routing of tickets, which can lead to errors, delays, and inefficiencies. For instance, manual processes
may result in tickets being assigned to incorrect resolver groups, necessitating reassignments and prolonging resolution
times, which disrupts business operations and reduces customer satisfaction [1] [2]. The complexity of IT systems
further complicates manual triage, as it requires a deep understanding of diverse and often unstructured data sources,
such as application-specific documentation and ticket management systems [3]. Additionally, traditional methods are
labor-intensive and costly, as they rely heavily on human intervention for problem determination and resolution [4].
The challenges of traditional triage are compounded by the need to handle multilingual and ambiguous inquiries, which
can be difficult to address without advanced natural language processing capabilities [5]. To overcome these
challenges, automated systems leveraging machine learning and natural language processing have been proposed.
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These systems can efficiently classify and prioritize tickets, reduce manual errors, and improve response times by
automatically extracting and analyzing relevant features from ticket descriptions [6] [1]. Automation not only enhances
the accuracy and speed of ticket triage but also allows for proactive problem resolution by identifying and mitigating
root causes before they escalate into larger issues [4]. Despite these advancements, challenges remain in ensuring broad
Al compatibility and effectively handling complex or ambiguous requests, indicating areas for future research and
development [5]. Overall, automating IT support ticket triage is essential for improving efficiency, reducing costs, and
enhancing customer satisfaction in modern IT environments.

Machine learning (ML) methods have increasingly been applied to enhance triage processes in emergency departments
(EDs), addressing the limitations of traditional systems that often rely on subjective human judgment. Recent studies
have demonstrated the potential of ML models to improve the accuracy and consistency of triage decisions, thereby
optimizing resource allocation and patient outcomes. For instance, Random Forest and Logistic Regression have been
frequently used in predictive models, showing significant discriminative power in differentiating patients based on the
likelihood of hospital admission and critical illness [7] [8]. Additionally, advanced models like CatBoost and gradient
boosting have outperformed emergency physicians in predicting clinical outcomes, with CatBoost achieving high AUC
values in both primary and secondary outcomes [9]. The integration of Natural Language Processing (NLP) with ML
further enhances triage accuracy by utilizing both structured and unstructured data, such as free-text notes, to predict
patient disposition more effectively [9][10]. Studies have also highlighted the superiority of ML models over
conventional triage systems, with models like XGBoost and Light Gradient Boosting Machine (Light GBM)
demonstrating higher sensitivity and specificity in predicting the need for emergency interventions, such as abdominal
surgery [11]. Moreover, ML-derived triage tools have shown promise in major incident scenarios, outperforming
existing expert opinion-based tools in identifying patients requiring time-critical interventions [12]. Despite these
advancements, challenges remain in improving the explicability of ML models and addressing biases inherent in
classification models [10]. The ongoing research underscores the transformative potential of AI and ML in redefining
triage precision, supporting clinical decision-making, and ultimately enhancing patient care in emergency settings [13]
[14]. As the field progresses, it is crucial to consider the socio-economic, technical, and ethical implications of
implementing these technologies in healthcare systems [15].

This study makes several significant contributions to the field of triage classification on multi-category data:

1. We introduce a novel dual embedding architecture that simultaneously leverages the strengths of BERT for
capturing technical terminology and bidirectional context alongside Ollama-based embeddings for understanding
nuanced language patterns and implicit contextual cues.

2.  We develop an innovative dimension harmonization approach that effectively projects embeddings from different
models into a unified 512-dimensional space through carefully designed projection networks with ReLU
activation, batch normalization, and residual connections.

3. We implement a sophisticated multi-head attention fusion mechanism where BERT-derived embeddings function
as queries while Ollama-derived embeddings serve as keys and values, enabling selective incorporation of
information based on contextual relevance.

4. We demonstrate significant performance improvements over traditional machine learning and deep learning
baselines, achieving 86.70% accuracy and 87.04% F1 score across diverse service categories and multilingual
content.

5.  We provide comprehensive analysis of model performance across ten distinct service categories, offering insights
into classification patterns and potential areas for improvement in real-world customer support applications.

The rest of the paper is organized as follows: Materials and Methods section details our dataset characteristics,
preprocessing techniques, and the proposed architecture. Results and Discussion section examines the model's
performance and metrics comparison. Finally, References section documents the relevant literature supporting our
research methodology.

II. RELATED WORK
Customer support is a critical process in software development that involves assigning bugs to the most suitable

developers based on their expertise and the nature of the bug. The evolution of customer support has been driven by the
need to improve efficiency, reduce costs, and enhance software quality. This exploration delves into the advancements
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in customer support, from traditional methods to modern machine learning and data-driven approaches, highlighting
key techniques, challenges, and innovations.

Traditional Customer support Methods

In the early days of software development, customer support was a manual process that relied heavily on human
judgment. Developers and triagers would manually review bug reports, assign them based on their understanding of the
codebase, and rely on personal expertise. However, as software projects grew and complexity, this approach became
increasingly inefficient. Studies have shown that manual triage could take up to 40 days to assign a bug to the correct
developer, with reassignment taking an additional 100 days [16].

The Advent of Machine Learning in Customer support

The introduction of machine learning techniques marked a significant turning point in customer support. Researchers
began exploring text classification techniques to automate the assignment of bugs to developers. These early systems
used historical bug data to train models that could predict the most suitable developer for a new bug report. For
instance, instance selection and feature selection were combined to reduce the scale and improve the quality of bug
data, leading to more accurate triage decisions [17] [18].

Data Reduction Techniques

As bug repositories grew, the need for data reduction became apparent. Techniques such as instance selection and
feature selection were employed to simultaneously reduce the number of bugs and the number of features considered,
improving both the efficiency and accuracy of customer support systems. These methods were applied to large-scale
projects like Eclipse and Mozilla, demonstrating significant improvements in triage accuracy [17] [18].

Developer Recommendation Systems

The next evolution in customer support involved the development of recommendation systems that leveraged developer
expertise and historical data. These systems created profiles for each developer based on their past work and used these
profiles to recommend the most suitable developer for a new bug. For example, a profile-oriented approach achieved an
efficiency of 86% for top-10 and 97% for top-20 developer rankings [19].

Hybrid Models and Advanced Techniques

The integration of multiple techniques further enhanced customer support systems. Hybrid models combining
probability models and experience models were introduced, incorporating features such as the number of re-opened
bugs and developer activity factors. These models were validated on large-scale projects, demonstrating their
effectiveness in recommending the best developer for bug resolution [20].

The Role of Social Networks and Collaboration

The recognition of developer collaboration and social networks played a crucial role in advancing customer support. By
analyzing developer interactions, such as comments, bug assignments, and collaborations, researchers developed
systems that could better capture the dynamics of bug resolution. Heterogeneous networks and social network analysis
were used to improve triage accuracy, with approaches like DevNet showing a 5-15% improvement over existing
methods [21].

Emerging Trends and Innovations

Recent advancements have introduced new techniques such as ant colony optimization and multi-developer networks.
These methods leverage pheromone trails and developer interactions to recommend the most appropriate fixers for
bugs. For example, a multi-developer network-based algorithm was shown to effectively triage bugs in the JBoss Issue
bug repository [22][23].

The Impact of Triage on Software Quality

The importance of triage extends beyond mere assignment of bugs; it directly impacts software quality. Studies have
highlighted that effective triage can reduce the number of issues developers need to resolve, improve bug-fixing time,
and enhance user satisfaction. For instance, triagers were found to be highly effective in filtering invalid issues and
accurately filling in missing attributes, though they faced challenges in pinpointing the correct product [24].
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Conclusion
The evolution of customer support in software development reflects the industry's growing need for efficient and
accurate bug management. From manual processes to advanced machine learning and social network-based approaches,
each innovation has addressed specific challenges and improved the overall bug-fixing process. As software projects
continue to grow in complexity, further advancements in customer support will remain essential for maintaining high
software quality and developer productivity.

Table 1: Comparison of Customer support Approaches

Approach Description Citation
Traditional Manual Triage Relies on human judgment and expertise, often time-consuming and inefficient. |[16]
Machine Learning Techniques Uses text classification and historical data to automate bug assignment. [17][18
Data Reduction Techniques Reduces data scale and improves quality through instance and feature selection. |[17][18
Developer Recommendation Systems [Recommends developers based on expertise profiles and historical bug data. [19]
Hybrid Models Combines probability and experience models to rank developers. [20]
Social Network Analysis Leverages developer collaboration and interactions to improve triage accuracy. |[[21]
Ant Colony Optimization Uses pheromone trails to recommend developers based on historical data. [22]
Multi-Developer Networks Constructs networks to rank candidates based on comments and commits. [23]

III. MATERIAL AND METHOD

The dataset used in the current study is located at [25]. The dataset used in this study is an expanded collection of
20,000 anonymized customer support tickets, designed to support the development and evaluation of machine learning
models for IT ticket triage. Each ticket contains detailed metadata, including the department (queue) to which it was
assigned, the priority level (low, medium, critical), the language of communication (English, German, Spanish, French,
or Portuguese), the subject and full body of the customer's email, the helpdesk agent's response, and classification fields
such as ticket type (incident, request, problem, or change), business type, and multiple tags indicating issue categories.
This rich structure enables comprehensive experimentation with text classification, priority prediction, and response
generation models. The inclusion of multilingual content and diverse business domains further enhances the dataset’s
applicability to real-world IT support scenarios, making it an ideal benchmark for training intelligent ticket triage
systems.

Distribution of Tickets by Queue Language Distribution in Dataset

Product Suppart
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8000
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Number of Tickets
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o 1000 2000 3000
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Language

Figure 1: Dataset distribution across tickets.

The proposed architecture is shown in Figure 2. The proposed architecture addresses the challenge of effectively
classifying IT support emails by leveraging the complementary strengths of two powerful embedding models: BERT
and Ollama. While BERT excels at capturing bidirectional context and technical terminology, Ollama-based
embeddings demonstrate superior capabilities in understanding nuanced language patterns and implicit contextual cues.
By harmonizing these embeddings into a unified dimensional space, this architecture achieves superior classification
performance compared to single-embedding approaches.
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Figure 2: Proposed Workflow Architecture

Data Acquisition and Preprocessing:

The workflow begins with Triage data collection, followed by comprehensive preprocessing. This initial phase handles
text cleaning operations: removing URLs, special characters, and numbers; tokenizing text; normalizing through case
conversion; eliminating stopwords; applying lemmatization; and handling media-specific elements like hashtags,
mentions, and emojis. These preprocessing steps ensure standardized, clean data before feature extraction, creating a
solid foundation for the analysis pipeline. The resulting token sequence serves as input to both embedding paths.

Dual Embedding Generation

BERT Embedding Path: Input tokens are processed through a pre-trained BERT-base model (12 layers, 12 attention
heads), generating 768-dimensional contextualized token embeddings. The architecture leverages the [CLS] token
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embedding as a representation of the entire email, capturing bidirectional contextual information particularly effective
for understanding technical terminology and structured content.

Ollama Embedding Path: Simultaneously, the same tokens are processed through an Ollama-based embedding model,
generating embeddings (typically 4096-dimensional for larger Ollama models or 768-1024 for smaller variants). These
embeddings excel at capturing semantic nuances, urgency indicators, and implicit contextual signals that might be
missed by BERT, particularly for ambiguous or unconventional phrasings.

Dimension Harmonization

To effectively combine information from both embedding types, we implement a dimension harmonization approach
that projects both embeddings into a common 512-dimensional space. The 768-dimensional BERT embeddings
undergo transformation through a projection network consisting of linear projection (768—512 dimensions), ReLU
activation function for non-linearity, batch normalization for training stability, and residual connections to preserve
original information. Similarly, the Ollama embeddings (assuming 1024-dimensional for this implementation) are
processed through a parallel projection network with equivalent components: linear projection (1024—512
dimensions), ReLU activation, batch normalization, and residual connections to maintain information integrity. Both
projection networks are carefully initialized to preserve the most salient features from their respective embedding
spaces, ensuring minimal information loss during dimensionality reduction while creating compatible representations
that can be meaningfully combined in subsequent fusion stages.

Embedding Fusion

The harmonized 512-dimensional embeddings from both BERT and Ollama paths are combined through a
sophisticated multi-head attention fusion mechanism, where BERT-derived embeddings function as queries while
Ollama-derived embeddings serve as keys and values. This cross-attention approach employs 8 attention heads to
compute fine-grained attention scores between the embedding types, enabling selective incorporation of information
from Ollama embeddings based on their relevance to the BERT embedding context. The fusion component implements
linear transformations for query, key, and value projections (maintaining the 512-dimension space throughout), applies
scaled dot-product attention calculations to determine feature importance, generates unified 512-dimensional
representations through an output projection, and employs layer normalization to ensure training stability. This
dynamic attention-based fusion allows the model to differentially emphasize various aspects of each embedding type
according to the specific characteristics and requirements of individual support emails, creating a contextualized
representation that leverages the strengths of both embedding sources.

Feature Extraction

The fused 512-dimensional embeddings undergo further refinement through a meticulously designed feature extraction
network that begins with an expansion layer (512—768 dimensions) strategically implemented to increase the
representational capacity and allow for more complex feature interactions, followed by a dropout layer with a rate of
0.3 that provides robust regularization during training to prevent overfitting on smaller datasets, then a ReLU activation
function that introduces crucial non-linearity to capture complex patterns within the data, and finally a compression
layer (768—128 dimensions) that systematically distills the enriched representation by extracting only the most salient
and discriminative features relevant to the classification task. This carefully structured component transforms the
harmonized embedding information into a compact yet powerful 128-dimensional representation that optimizes both
computational efficiency and classification performance, effectively preserving the discriminative power of the original
embeddings while eliminating redundant or noise-related dimensions, thus creating an ideal foundation for the
subsequent classification layers to operate on with maximum effectiveness.

Classification Layer

The final classification component employs a carefully structured multi-layer architecture designed to transform the
extracted features into accurate category predictions, beginning with a dense layer that reduces dimensionality from
128 to 64 while applying ReLU activation functions to maintain non-linearity and capture complex decision boundaries
between support categories, followed by a strategic dropout layer with a moderate rate of 0.2 that provides additional
regularization during training to prevent overfitting and enhance generalization to unseen email patterns. The
penultimate step involves a final output layer that maps the 64-dimensional representation to 10 output neurons
corresponding precisely to the ten distinct support categories, with the entire process culminating in a softmax
activation function that normalizes the raw logits into a proper probability distribution, ensuring that all values fall
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between 0 and 1 and sum to exactly 1, thus allowing the model to express its confidence level in each potential
classification and enabling both definitive routing decisions for high-confidence predictions and potential human
review for edge cases where confidence thresholds are not met.

IV.RESULT AND DISCUSSION

Figure 3 illustrates a comprehensive performance comparison of six different models—Logistic Regression, Random
Forest, XGBoost, LSTM, BiLSTM, and the Proposed Model—based on four evaluation metrics: Accuracy, Precision,
Recall, and F1 Score. The traditional machine learning models, such as Logistic Regression and Random Forest, yield
relatively modest results, with Logistic Regression achieving an accuracy of 65.79% and F1 Score of 64.45%,
indicating limited effectiveness in handling the complexities of the dataset. Performance improves with XGBoost,
which leverages gradient boosting and achieves an accuracy of 74.32% and F1 Score of 74.03%. The deep learning-
based models, LSTM and BiLSTM, demonstrate significant improvements, with BiLSTM achieving an accuracy of
82.85% and F1 Score of 83.25%, showcasing the advantage of bidirectional sequence modeling in capturing context.
Notably, the Proposed Model exhibits superior performance across all metrics—Accuracy (86.70%), Precision
(87.25%), Recall (86.83%), and F1 Score (87.04%)—indicating its robustness and ability to effectively learn from and
generalize over the dataset. The consistent lead across all performance indicators underscores the effectiveness of the
proposed architecture in capturing intricate patterns, especially in complex multi-class classification settings.

Performance Comparison of Different Models
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Figure 3: Model Comparison for Accuracy, Precision, Recall and F1 Score

Figure 4 provides the confusion matrix for the Proposed Model, offering a detailed breakdown of its classification
performance across ten service-related categories: Technical Support, Product Support, Customer Service, IT Support,
Billing and Payments, Returns and Exchanges, Service Outages and Maintenance, Sales and Pre-Sales, Human
Resources, and General Inquiry. The diagonal dominance of the matrix signifies high correct classification rates,
especially for categories with abundant data samples such as 'Technical Support' (1510 correctly predicted), 'Product
Support' (989), and 'Customer Service' (807). Minor misclassifications are observed, particularly among semantically
adjacent categories—for instance, 'Billing and Payments' shows slight confusion with 'Returns and Exchanges', and 'IT
Support' overlaps with 'Technical Support'. These overlaps are understandable given the lexical and functional
similarities between these classes. Furthermore, even for classes with relatively fewer samples, such as 'Human
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Resources' and 'General Inquiry', the model maintains reasonably high precision, which attests to its capability to
generalize across imbalanced datasets. Overall, the confusion matrix substantiates the high classification accuracy
reported in Figure 4 and validates the Proposed Model’s proficiency in multi-class customer support classification
tasks.

Confusion Matrix for Proposed Model
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Figure 4: Confusion Matrix by Class for proposed model
V.CONCLUSION

This study presents a novel dual embedding and fusion-based architecture for multi-label classification in customer
support systems, specifically designed to address the challenges of automated IT ticket triage. By leveraging the
complementary strengths of BERT and Ollama embeddings through our innovative dimension harmonization and
multi-head attention fusion approach, we have demonstrated significant performance improvements over traditional
classification methods. The proposed model achieves 86.70% accuracy and 87.04% F1 score across diverse service
categories, outperforming both traditional machine learning approaches and other deep learning models.

The performance analysis across ten distinct service categories reveals that our model maintains high classification
accuracy even for semantically adjacent categories and categories with relatively fewer samples, demonstrating its
robustness and generalization capabilities. This architecture effectively captures the complex linguistic patterns present
in multilingual customer support tickets, making it particularly valuable for global organizations managing support
requests across multiple languages and domains.
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The practical implications of this research extend beyond improved classification metrics. By automating the ticket
triage process with high accuracy, organizations can significantly reduce response times, optimize resource allocation,
and enhance adherence to Service Level Agreements (SLAs). Furthermore, the model's ability to handle multilingual
content addresses the growing need for language-agnostic support systems in international business environments.
Future work should focus on further enhancing the model's performance on underrepresented categories, exploring
additional embedding combinations, and investigating the model's adaptability to evolving support topics and
terminology. Additionally, implementing explainable Al techniques could provide valuable insights into the decision-
making process, potentially improving both the model's performance and stakeholder trust in automated classification
systems.
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