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ABSTRACT: Sarcasm is a complex form of communication that often conveys the opposite meaning to the 

literal interpretation of words, relying on contextual, tonal, and visual cues. Traditional text-based sarcasm detection 

methods struggle to capture these subtleties, particularly when context spans multiple modalities. This study presents a 

novel attention-based framework for multimodal sarcasm detection, integrating textual, visual, and acoustic data to 

improve understanding and accuracy [1] [2]. Using the MUStARD dataset, we extract and align features across 

odalities, applying attention mechanisms to highlight the most relevant cues—such as specific words, image regions, or 

tonal variations—indicative of sarcasm. Our model demonstrates superior performance over existing approaches, 

achieving significant gains in accuracy and F1 scores. These results underscore the effectiveness of attention-guided 

multimodal learning in detecting sarcasm and contribute to advancing natural language processing and human-computer 

interaction. Applications include sentiment analysis, social media monitoring, and conversational AI, where recognizing 

sarcasm is vital for accurate interpretation. 

 

KEYWORDS: Multimodal Sarcasm Detection, Sentiment Analysis, Attention Mechanism, MUStARD dataset, Natural 

Language Processing 

 

I. INTRODUCTION 

 

Sarcasm is a complex form of communication in which the speaker’s intended meaning often contradicts the literal 

expression [3] [4] [5]. While humans are capable of intuitively interpreting sarcasm through a blend of contextual, 

verbal, and non-verbal cues, automated systems continue to face significant challenges in accurately detecting sarcastic 

intent. Most existing approaches rely heavily on textual analysis, which is insufficient for capturing the layered and 

subtle nature of sarcasm. For instance, a statement like “Oh great, another rainy day!” might seem positive without 

context but conveys dissatisfaction in reality. 

 

This research addresses the limitations of unimodal sarcasm detection by proposing a robust multimodal framework 

that integrates textual, audio, and visual modalities. By leveraging attention mechanisms, the model selectively focuses 

on salient features such as sentiment shifts in text, exaggerated facial expressions in visuals, and intonation in audio.  

 

This comprehensive approach ensures a deeper understanding of sarcastic communication and aims to significantly 

improve the accuracy of sentiment classification systems. 

 

The scope of this study is restricted to sarcasm detection in digital communication environments, particularly social 

media content and humor-centric video clips. The MUStARD dataset, which includes aligned multimodal data such as 

transcripts and video segments, is employed for training and evaluation. Broader humour detection and sentiment 

analysis beyond sarcasm fall outside the scope of this research. 

 

Despite the model’s potential, limitations exist. These include the dataset's cultural and contextual constraints and the 

computational demands of multimodal architectures. Nevertheless, the study contributes to the growing fields of 

multimodal learning and sarcasm detection by demonstrating how attention-based fusion of multiple data streams can 

outperform traditional unimodal methods. 

 

Evaluation is carried out using standard metrics such as accuracy, precision, recall, and F1-score. The results underline 

the proposed model’s robustness and effectiveness, setting a new benchmark for sarcasm detection in NLP applications 

like chatbots, virtual assistants, and content moderation systems. 
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II. RELATED WORK 

 

Sarcasm detection has gained significant attention in the field of Natural Language Processing (NLP) due to its critical 

role in understanding sentiment and intent in digital communication [6]. The complexity of sarcasm arises from the 

discrepancy between the literal meaning of words and the speaker’s intended message. Traditional text-based methods 

have struggled to accurately detect sarcasm, leading researchers to explore multimodal approaches that leverage 

additional data, such as visual and auditory cues. This section explores the evolution of sarcasm detection techniques, 

with a particular focus on multimodal methods and attention mechanisms, highlighting the challenges and 

advancements in this domain. 

 

Importance of Multimodality: 

Castro et al. [7] delve into the complexities of sarcasm detection, emphasizing its critical role in enhancing sentiment 

analysis accuracy. The study highlights the inadequacies of text-only approaches and advocates for multimodal 

integration—including audio, images, and contextual cues—to capture sarcasm effectively. The authors review a range 

of methodologies, from rule-based systems and statistical approaches to deep learning techniques, showcasing their 

evolution. The paper underscores the effectiveness of combining textual features with prosodic, facial, or visual cues, 

enriching sarcasm detection and paving the way for more nuanced sentiment analysis systems. 

 

Attention-Based Fusion Exploiting Emotions and Sentiments: 

Gao et al. [8] propose an innovative attention-based fusion approach for sarcasm detection that integrates audio, text, 

sentiment, and emotion data. The model utilizes Automatic Speech Recognition (ASR) to convert speech to text and 

incorporates embeddings from sentiment analysis and emotion recognition modules. By employing cross- attention and 

contrastive-attention mechanisms, the model captures intermodal discrepancies vital for sarcasm detection. This 

multimodal fusion strategy significantly improves the F1-score compared to previous models, demonstrating its 

robustness, especially for users with auditory processing difficulties. 

 

Context-Aware Multimodal Fusion Using Inter-Modality Inconsistency: 

Li et al. [9] present a novel model for sarcasm detection that combines intermodal emotional inconsistency detection, 

contextual emotion difference modeling, and advanced attention mechanisms. Their approach addresses prior limitations 

in processing complex interactions across text, video, and audio. Evaluated on the extended MUStARD dataset, the 

model achieves state-of-the-art performance in terms of precision and recall. Despite these achievements, the authors 

note limitations such as challenges in real-time deployment, reliance on binary classification, and the need for extensive 

training data. They propose future exploration into multi-label emotion classification and lightweight, real-time models. 

 

Challenges in Multimodal Sarcasm Detection: 

Despite substantial progress, several challenges persist in the domain of multimodal sarcasm detection: 

Data Availability and Quality: There is a scarcity of large-scale, high-quality multimodal datasets labeled for sarcasm. 

While the MUStARD dataset is comprehensive, it may not fully represent the diverse forms of sarcasm prevalent on 

social media. 

 

Modality Fusion and Alignment: Integrating and aligning heterogeneous data modalities—such as asynchronous video 

and textual content—remains a technical challenge, complicating effective feature fusion. 

Cultural and Contextual Variations: Sarcasm is influenced heavily by cultural and contextual factors. Models trained on 

one dataset may not generalize well to different populations, leading to potential biases. 

 

Computational Complexity: Multimodal models require significant computational resources for training and inference, 

posing difficulties for real-time or resource-constrained deployments. 

 

State-of-the-Art Approaches and Future Directions: 

Recent developments in Transformer-based architectures, such as Multimodal BERT and Vision-Language 

Transformers (ViLT), have demonstrated improved performance in sarcasm detection. These models utilize self- 

attention mechanisms to integrate textual and visual inputs effectively. Additionally, techniques such as Contrastive 

Learning and Self-Supervised Learning are emerging as promising methods for enhancing robustness, especially in low-

resource scenarios. 

Future research directions include: 
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Cross-Domain Transfer Learning: Applying pre-trained multimodal models from diverse domains to improve  

sarcasm detection adaptability. 

Multilingual and Multicultural Models: Designing systems capable of understanding sarcasm across languages and 

cultural boundaries to mitigate bias. 

 

Real-Time Sarcasm Detection: Developing optimized models suitable for deployment in real-time systems like 

chatbots and social media monitoring tools.This literature review highlights the transition from traditional text-based 

approaches to more sophisticated multimodal techniques in sarcasm detection. Attention mechanisms have proven 

crucial in improving model performance, although challenges related to data diversity, modality integration, and 

contextual variability persist. This research builds upon these advancements by proposing an attention-based 

multimodal model using the MUStARD dataset, aiming to address existing limitations and enhance the accuracy of 

sarcasm detection in digital communication. 

 

III. RESEARCH METHODOLOGY 

 

This section presents a comprehensive methodology adopted to design and evaluate a robust multimodal sarcasm 

detection system. The process involves dataset selection, model design, feature extraction for each modality (text, 

audio, and video), application of an attention mechanism, feature fusion, classification, experimental setup, and 

performance analysis. 

 

A. Dataset: 

The MUStARD (Multimodal Sarcasm Detection Dataset) proposed by S. Castro et al. [7] is employed as the primary 

dataset in this research. It serves as a pivotal resource for multimodal sarcasm detection and is specifically curated to 

support the development of models that leverage textual, auditory, and visual cues for sarcasm recognition.The original 

dataset features a collection of 6365 video clips, out of which 345 are labelled as sarcastic and 6020 as non-sarcastic 

[10]. The data is primarily sourced from well-known American sitcoms such as Friends, The Golden Girls, and The Big 

Bang Theory, ensuring rich, real-world conversational scenarios.To ensure a balanced representation in the final version 

of the dataset used for modelling and evaluation, 345 sarcastic and 345 non-sarcastic clips were selected, resulting in a 

balanced set of 690 instances [11]. Each clip contains three aligned modalities—text, audio, and video—alongside its 

preceding conversational context. This inclusion of context is a critical enhancement, as sarcasm frequently depends on 

prior dialogue for proper interpretation. The annotation process was carried out via a custom-built web interface, 

ensuring human-validated accuracy and consistency across the dataset. 

 

The MUStARD dataset by introducing sentiment tags, creating the MUStARD Extended Dataset. This version also 

consists of 690 audiovisual utterances, evenly split between 345 ironic and 345 non-ironic examples. These utterances 

are drawn from four major sitcoms and include multimodal content contextualised by previous dialogue turns, making 

it particularly effective for modelling the nuanced emotional layering often observed in sarcastic communication. 

The inclusion of sentiment labels, along with multimodal features, enhances the dataset's capability to support advanced 

sarcasm detection models that aim to disambiguate intent using emotional and contextual signals. 

 

Table I: Dataset Description 

 

Attributes Description 

Dataset Size Approximately 690 instances 

Source TV shows: Friends, The Big Bang Theory, etc. 

Labels Binary: Sarcastic / Nonsarcastic 

Modalities Text, Audio, Video 

Textual Features Utterances with context 

Audio Features Prosodic: intonation, pitch, rhythm 

Visual Features Facial expressions, gestures, body language 

Annotation Method Manual via web interface 
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B. Model Design: 
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Figure 1: Dataset instance 

 

Figure 2: Basic idea of model 

 

The architecture (Figure 2) is composed of independent feature extractors for each modality, attention 

mechanisms, a fusion layer, and a final classifier. The model processes text, audio, and video in parallel before 

integrating them for sarcasm classification. 

 

C. Feature Extraction: 

Textual Feature Extraction 

Textual feature extraction is a key component of the multimodal sarcasm detection model, where the goal is to convert 

raw text into meaningful numerical representations that the model can use to detect sarcasm. In this model, textual 

features are extracted using BERT embeddings, which capture rich semantic and contextual information from the input 

text. The BERT model, being pre-trained on vast amounts of text data, generates contextual word embeddings that 

consider not only the meaning of each word but also its relationship to surrounding words. This makes BERT highly 

effective at capturing the nuances of sarcasm, which often depends on context. 

Preprocessing and Tokenization 

Before extracting features, the input text undergoes preprocessing steps such as tokenization, where text is split into 

smaller units (tokens). For example, the sentence “Oh great, another rainy day!” is split into tokens like ["Oh", "great", 

"another", "rainy", "day"]. The tokens are then mapped to their corresponding BERT embeddings. 

Mathematically, this process can be represented as: 𝑇𝑜𝑘𝑒𝑛𝑠 = 𝑇𝑜𝑘𝑒𝑛𝑖𝑧𝑒(𝑋) 

Where "Tokenize" is a function that splits the input sentence into discrete tokens. Each token ti is then mapped to its 

corresponding embedding vector 𝑒𝑖. 
 

BERT Embeddings 

BERT embeddings are generated for each token in the sentence. These embeddings are context-aware, meaning the 

representation of a word depends on its surrounding words. For example, the word “great” in the sentence “Oh great, 

another rainy day!” will have a different embedding depending on the surrounding words, which helps in capturing 
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sarcasm. 

Mathematically, the BERT embedding for token ti is represented as: 

 𝑒𝑖 = 𝐵𝐸(𝑥𝑖) ∀𝑖 ∈ {1, 2, … … … , 𝑛} 

 

Where BERT (ti)produces the embedding vector 𝑒𝑖 for the token ti Sentence Representation 

Once the embeddings for all tokens are computed, the next step is to aggregate these embeddings into a single vector 

representing the entire sentence. Typically, this is done by using the [CLS] token embedding, which is a special token 

in BERT that represents the entire sentence. However, it is also possible to take the average or the sum of all token 

embeddings, depending on the specific design of the model. 

 

The final sentence embedding 𝑆 can be represented as: 𝑆 = 𝐵𝐸𝑅𝑇(Χ) 
Where S is the sentence-level embedding that represents the entire input text. Contextual FeaturesIn multimodal 

sarcasm detection, context is crucial for understanding the intended meaning of a statement. To capture this, both the 

utterance and its context (previous and subsequent statements) are processed through BERT. Each context word or 

phrase is embedded in the same way as the main utterance. The resulting embeddings for the context can be represented 

as: 𝐶 = 𝐵𝐸𝑅𝑇(𝐶𝑜𝑛𝑡𝑒𝑥𝑡) 
Where 𝐶 is the embedding vector for the context. 

 

Audio Feature Extraction 

Audio feature extraction is a key process in multimodal sarcasm detection, as tone, pitch, and rhythm often carry 

significant cues for identifying sarcasm. The goal is to extract prosodic features that reflect the emotional tone and 

intonation of speech, which are often indicative of sarcastic intent. For this purpose, several audio features are 

computed from the raw audio signal, including pitch, energy, speech rate, and Mel-Frequency Cepstral Coefficients 

(MFCCs). 

 

Preprocessing and Signal Processing 

The first step in audio feature extraction is to preprocess the raw audio signal. This includes sampling, normalizing, and 

denoising to remove any irrelevant background noise. Additionally, audio signals are typically segmented into fixed-

length windows (e.g., 25 ms) to facilitate feature extraction across time. Each window of audio is analysed to capture 

dynamic changes in the signal. 

 

Mathematically, the process begins with segmenting the audio signal A(t) into overlapping windows 𝜔𝑖 where each 

window is a short time frame: 𝜔𝑖 = 𝐴(𝑡) 𝑓𝑜𝑟 𝑡 ∈ [𝑖, 𝑖 + Δ𝑡] 
 

Where, Δ𝑡 is the window size, and 𝑡 is time. 

Prosodic Feature ExtractionSeveral prosodic features are computed from each window: 

Pitch: Pitch captures the perceived frequency of the speaker's voice. Sarcastic speech often exhibits exaggerated 

pitchvariations.Thepitc𝑝𝑖forwindow𝜔𝑖canbecomputed 

as:𝑝𝑖 = 𝑃𝑖𝑡𝑐ℎ(𝜔𝑖) 
 

Energy: Energy reflects the loudness or intensity of the speech and can be used to detect stressed or emphasized words. 

The energy 𝐸𝑖 of window 𝑤𝑖 is calculated as: 

 𝐸𝑖 = ∑ 𝐴(𝑡)2 𝑡∈𝑤𝑖 
 

MFCCs (Mel-Frequency Cepstral Coefficients): MFCCs capture the spectral properties of speech and are widely used 

in speech analysis. These coefficients represent the short-term power spectrum of the sound and are computed for each 

window 𝑤𝑖 using Fourier transform techniques: 

MFCC𝑖 = MFCC(𝑤𝑖) 
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Temporal Aggregation and Pooling 

Since audio features can vary over time, temporal aggregation is applied to reduce the dimensionality and summarize 

the features for the entire utterance. For example, mean pooling is commonly applied to aggregate pitch and energy 

across all windows: 𝑁 

1 𝑝 = 𝑁 
∑ 𝑝𝑖 𝑖=1 

 

Where NNN is the number of windows in the audio segment, and 𝑝̂ is the mean pitch. The same pooling process is 

applied to other features like energy and MFCCs. 

 

Video Feature Extraction 

Video feature extraction is a vital component in multimodal sarcasm detection, as visual cues such as facial 

expressions, gestures, and body language often play a significant role in identifying sarcasm. Sarcastic speech is 

frequently accompanied by specific visual signals, such as a smirk, eye-roll, or exaggerated hand gestures, which can 

provide clear indicators of sarcastic intent. The objective of video feature extraction is to capture these visual cues 

through high-dimensional feature representations of the video frames. 

 

Preprocessing and Frame Sampling 

Before extracting features from video, the raw video data undergoes preprocessing. This involves frame sampling, where 

the video is divided into fixed-length frames (e.g., 96 frames per video) to ensure consistency in input size. The frames 

are then cropped to focus on relevant areas, such as the speaker’s face, and resized to a standard resolution (e.g., 

224x224 pixels) for processing. 

 

Mathematically, the video is divided into frames 𝑣𝑖 at regular intervals: 𝑣𝑖 = 𝐹𝑟𝑎𝑚𝑒 (𝑖) 𝑓𝑜𝑟 𝑖 ∈ [1, 𝑁] 

 

Where NNN is the total number of frames, and 𝑣𝑖 is the ith frame. Feature Extraction Using CNNs 

The next step involves extracting high-level features from each video frame using a Convolutional Neural Network 

(CNN), such as ResNet. CNNs are well-suited for visual data as they capture spatial relationships and patterns, such as 

facial expressions or gestures, which are indicative of sarcasm. The CNN processes each frame 𝑣𝑖 to produce a feature vector 𝑓𝑖, typically with dimensions such as 2048 or 4096: 

 𝑓𝑖 = CNN(𝑣𝑖) 
 

Where 𝑓𝑖 is the feature vector representing the visual information in frame 𝑣𝑖 Temporal Processing 

Since sarcasm can be conveyed through the temporal sequence of visual cues (e.g., a smirk followed by a pause), it is 

essential to capture the temporal dynamics of the video. To achieve this, the features from all frames are aggregated 

across time using temporal pooling. For instance, mean pooling can be applied to average the feature vectors across all 

frames in the video: 𝑁 

1 𝑓 ̂ =  ∑ 𝑓 𝑁 𝑖 𝑖=1 

 

Where 𝑓 ̂ is the mean feature vector that represents the entire video segment. Feeding into the Attention Mechanism 

Once the visual features are extracted and pooled, they are passed through the attention mechanism, which identifies 

the most relevant frames or facial regions. The attention mechanism helps focus on significant visual cues, such as eye 

rolls or exaggerated gestures, which are strongly correlated with sarcasm. 
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∑ 

 

 

Figure 3: Feature extraction 

 

E. Attention Mechanism: 

The attention mechanism plays a vital role in the proposed multimodal sarcasm detection model by dynamically 

focusing on the most relevant features within each modality—text, audio, and visual. Sarcasm oftenrelies on subtle and 

context-dependent cues, such as specific words, tonal variations, or facial expressions, which the attention mechanism 

identifies and prioritizes. By assigning varying importance to input features, it ensures that the model emphasizes 

meaningful elements while ignoring irrelevant or redundant information [12].In this model, a single-layer attention 

mechanism is applied independently to each modality. For textual data, attention highlights key words or phrases, such 

as the word “great” in the sarcastic sentence “Oh great, another meeting at 7 AM.” For audio data, the mechanism 

focuses on prosodic features like exaggerated pitch or pauses that signal sarcasm. Similarly, in visual data, attention 

identifies specific frames or spatial regions, such as a smirk or rolling eyes, that are indicative of sarcastic intent. 

The attention mechanism calculates a context vector by computing relevance scores and weighting input features 

accordingly. Mathematically, the process is as follows: 

Scoring Features: 

 

For each input feature xi, a relevance score 𝑠𝑖 is computed using a trainable linear function: 

 𝑠𝑖 = 𝑤𝑥𝑖 + 𝑏 

 

where W is the weight matrix, b is the bias term, and 𝑥𝑖 is the feature vector for the ith element. This score reflects the 

importance of the feature for the given task. 

 

Normalizing Scores: 

The relevance scores are normalized using the SoftMax function to produce attention weights αi ensuring they sum to 1: 

exp(𝑠𝑖) 
 𝛼 = 𝑛 𝑗=1 

exp(𝑠𝑖) 
These weights represent the relative importance of each feature in the input. 

Weighted Summation:The attention weights αi\alpha iαi are used to compute a weighted sum of the input features, 

resulting in a context vector ccc: 𝑛 𝑐 = ∑ 𝛼. 𝑥 𝑖=1 

The context vector c encapsulates the most critical information from the input, tailored to the task.This attention 
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mechanism is computationally efficient due to its single-layer design, making it suitable for multimodal tasks where 

attention is applied separately to each modality. It also enhances interpretability, as the attention weights provide 

insight into which features the model considers most important. By dynamically focusing on key elements within text, 

audio, and visual data, the attention mechanism enables the model to effectively capture the nuanced characteristics of 

sarcasm. This selective focus ensures that the model processes each modality optimally, contributing significantly to the 

accuracy and robustness of the sarcasm detection system. 

 

 
 

Figure 4: Attention Mechanism 

 

FEATURE FUSION 

The feature fusion step in the proposed multimodal sarcasm detection model is crucial for combining the most relevant 

features from text, audio, and visual modalities into a unified representation. Sarcasm often relies on cross-modal cues, 

such as the tone in audio complementing or contradicting the literal meaning of text, or visual expressions reinforcing 

sarcastic intent. The fusion process ensures that the model can effectively capture these interactions, providing a richer 

context for sarcasm detection.Each modality contributes a feature vector refined through extraction and attention 

mechanisms. For text, BERT embeddings highlight semantic meaning and important contextual words. Audio features 

encode prosodic characteristics such as pitch, tone, and pauses, while visual features capture spatial and temporal 

patterns like facial expressions and gestures. The fusion process begins by concatenating these feature vectors into a 

single high-dimensional vector, ensuring all modalities contribute equally. For instance, if the feature dimensions for 

text, audio, and visual inputs are 512, 128, and 2048, respectively, the concatenated vector would have a total 

dimension of 2688.This concatenated vector is then passed through a fully connected layer, which reduces 

dimensionality and learns the interactions between modalities. The fully connected layer applies non-linear 

transformations, enabling the model to identify relationships such as how a sarcastic tone in audio aligns with a smirk 

in visual data or contradicts the literal meaning of text. Additional techniques such as normalization and dropout may 

be applied to improve generalization and prevent overfitting. 

 

Feature fusion is critical because sarcasm often emerges from the interplay of multiple modalities. For example, the 

sarcastic intent in the sentence “Oh great, another meeting at 7 AM” becomes apparent when the exaggerated tone 

(audio) and an eye-roll (visual) are considered alongside the textual content. Fusion ensures these complementary and 

contrasting signals are integrated effectively, allowing the model to make accurate predictions.The fusion mechanism 

enhances the model’s ability to understand cross-modal dependencies, increases robustness by allowing strong 

modalities to compensate for weaker ones, and ensures richer context for sarcasm detection. However, challenges such 

as managing high-dimensional fused vectors and aligning modalities (e.g., syncing audio and video frames) must be 

addressed to ensure effective fusion. Despite these challenges, feature fusion significantly improves the model’s 
performance by enabling it to detect sarcasm expressed through complex multimodal interactions. 

CLASSIFICATION 

The classification stage is the final and critical component of the multimodal sarcasm detection model, where the fused 
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features from text, audio, and visual modalities are processed to determine whether the input representsarcasm or non-

sarcasm. The fused feature vector, which combines the most relevant features from all modalities, is passed into a fully 

connected layer. This layer applies a linear transformation followed by a non-linear activation function to project the 

high-dimensional feature space into a lower-dimensional space suitable for classification. The transformation produces 

raw scores for each class, which are then normalized using a softmax function to generate probabilities. These 

probabilities represent the likelihood of the input belonging to each class, ensuring interpretability and robustness [13]. 

The class with the highest probability is selected as the final prediction, effectively combining information from all 

modalities to arrive at the most accurate decision. During training, the model parameters are optimized using a cross-

entropy loss function, which minimizes the difference between the predicted probabilities and the true labels. This loss 

function ensures that the model learns to classify sarcasm effectively by emphasizing the correct class probabilities. By 

integrating features from multiple modalities and leveraging probabilistic outputs, the classification stage serves as the 

key decision-making component, enabling the model to achieve high accuracy and reliability in sarcasm detection. 

 

IV. EXPERIMENTAL SETUP 

 

The experimental setup for the multimodal sarcasm detection model focuses on training and evaluating a deep learning 

framework that integrates text, audio, and visual features to detect sarcasm. The MUStARD dataset, which contains 

multimodal sarcasm annotations, is used as the primary dataset. This dataset includes textual content, audio recordings, 

and video clips, each labeled as sarcastic or non-sarcastic. The dataset is divided into training and validation sets, where 

80% of the data is used for training, and 20% is reserved for validation to assess the model’s generalization capability. 

 

In terms of feature extraction, the textual data is processed using BERT embeddings. Each sentence is tokenized, and 

the output embeddings from BERT are used to represent the semantic and contextual meaning of the text. For the audio 

modality, features such as Mel-Frequency Cepstral Coefficients (MFCCs), pitch, and energy are extracted from the raw 

audio files. These features are crucial for capturing the tonal qualities of speech, such as exaggerated pitch or pauses, 

which are often indicative of sarcasm. For the visual modality, frames from the video clips are processed using a  

 

ResNet CNN model, which extracts high-level features related to facial expressions and gestures, such as smirking or 

eye rolling, which are common visual cues for sarcasm. 

 

The model is then trained on these multimodal features using a fully connected layer after each modality's features are 

processed. The features from each modality are fused together, and a single-layer attention mechanism is applied to allow 

the model to focus on the most relevant parts of the input for sarcasm detection. After attention, the fused feature vector 

is passed through a fully connected layer for final classification. The model is trained using a cross-entropy loss 

function, with the Adam optimizer used for updating the model weights. 

 

During training, the model is run for 50 epochs with a batch size of 32. Early stopping is implemented to prevent 

overfitting, monitoring the validation loss. The training process also includes data augmentation techniques, such as 

adding noise to the audio and jittering the video frames, to ensure robustness and prevent overfitting.For evaluating the 

model’s performance, several metrics are calculated, including accuracy, precision, recall, and F1-score. These metrics 

are used to assess the model's ability to correctly classify sarcastic and non-sarcastic examples across all three 

modalities. Additionally, a confusion matrix is generated to analyse misclassifications and gain insight into how well 

the model distinguishes between sarcasm and non-sarcasm. This experimental setup ensures that the model is optimized 

for both multimodal integration and accurate sarcasm classification. 

 

V. RESULT AND CONCLUSION 

 

The multimodal sarcasm detection model was evaluated on the MUStARD dataset, which provides annotated 

multimodal data consisting of text, audio, and video. The model was trained on 80% of the dataset, with 20% allocated 

for validation, to assess its performance on unseen data. After 50 epochs of training, the model's performance was 

evaluated using key metrics, including accuracy, precision, recall, F1-score, and the confusion matrix. 

Results 

The model achieved an accuracy of 71.01% on the validation set, demonstrating strong overall performance in 

classifying sarcasm and non-sarcasm. The precision and recall scores were 83% and 63%,respectively, indicating 

that the model was highly effective at identifying sarcasm (high recall) while maintaining a relatively low number of 
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false positives (high precision). The F1-score, which balances precision and recall, was 73%, further validating the 

model’s ability to accurately detect sarcasm without overfitting to one class.The model’s ability to leverage multimodal 

features through attention mechanisms was one of its key strengths. The single-layer attention mechanism enabled the 

model to focus on the most relevant parts of each modality, significantly improving its accuracy. The fusion of text, 

audio, and visual cues provided a comprehensive understanding of sarcasm, allowing the model to perform well even in 

the presence of subtle cues or ambiguous cases. The model demonstrated robustness, with strong performance across 

different types of sarcasm, including cases where sarcasm was expressed through exaggerated tone, facial expressions, 

or both. 

 

Context text: "I never would have identified the fingerprints of string theory in the aftermath of the Big Bang.", "My 

apologies. What's your plan" 

 

Text: "It's just a privilege to watch your mind at work.", 

 

VI. CONCLUSION 

 

The inclusion of multimodal data (text, video, and audio) has enhanced the model's capability to correctly identify the 

sarcasm, especially in conversational contexts where a single modality might be ambiguous. The 99.78% confidence 

shows that the model’s decision is robust and interprets sarcasm effectively. This example highlights the system's 

ability to interpret contextual cues and sarcasm, validating its multimodal approach's effectiveness 
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